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Abstract

A new method for constructing sparse principal components is proposed.
The method first clusters the variables, and then, sparse components are
computed from each cluster. Initially, the well known hierarchical linkage
method is employed, and then an improved method for clustering variables
is proposed. The sparse components are then constructed from the correla-
tion or covariance matrices of the clusters of variables. The method results
in k(≤ p) sparse principal components which are assumed to approximate
the first k principal components with respect to the cumulative percentage
of explained variances and the structure of the component loadings. The
procedure is illustrated using real and simulated data sets.

Keywords: Principal components interpretation; Nonzero-loadings; Hier-
archical clustering; Weighted variances;

1 Introduction

Principal component analysis (PCA) is a well known and efficient technique for
reducing the dimension of a high-dimensional data (Jolliffe, 2002). Given a p-vector
of random variables x with a covariance or correlation matrix R, PCA forms new
’variables’, called principal components (PCs), which are linear combinations of
the original variables in such a way that the PCs are uncorrelated and the vector
of coefficients (or loadings) are orthogonal. That is, the jth PC (j = 1, . . . , p)
is the linear combination a⊤

j x which maximizes the variance a⊤
j Raj subject to

a⊤
j aj = 1 and a⊤

j al = 0 for j < l, where aj denotes the p-vector of loadings. The
vector aj is found to be the jth eigenvector corresponding to the jth eigenvalue
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of R. In practice, the first k (≪ p) PCs, accounting for the majority of the
variation in the original variables, are used for further analysis (and hence reduce
the dimensionality).

Principal components are really useful if they can be simply interpreted. How-
ever, this is not often the case. Even if a reduced dimension of k PCs are considered
for further analysis, each PC is still a linear combination of all the original vari-
ables. This property might pose a difficulty in interpreting PCs, especially when
p is large.

A number of approaches have already been proposed to solve the PCA inter-
pretation problem. The simple structure rotation is the oldest approach, initially
designed in factor analysis and later adapted to PCA to make the rotated compo-
nents as interpretable as possible (Jolliffe, 2002, Chap. 11). The believe, that the
simple component has its absolute loadings near 1 or 0 while avoiding intermediate
values, is usually false and makes the approach ambiguous.

The modern simplifying approaches are designed to make the components
sparse by setting or driving some of the component loadings to exact zeros. This
trend was initiated by Hausman (1982) who constrained the PC loadings to the set
of three values, {−1, 0, 1}. Jolliffe et al. (2003) introduced the SCoTLASS prob-
lem requiring maximization of the standard PCA objective function subject to
additional LASSO constraint. SCoTLASS triggered series of works where alterna-
tive methods were proposed. The sparse principal component analysis (Zou et al.,
2006) uses a constrained technique (thresholding) to drive some of the component
loadings to exact zero. Similarly, d’Aspremont et al. (2007) propose a cardinality-
constrained objective function for the same purpose. Chipman and Gu (2005)
introduce three types of “interpretable” components, in relation to homogeneity,
contrast and sparsity constraints. The simple component analysis (SCA) proposed
by Rousson and Gasser (2004) involves clustering of variables. They approximate
the first k (≤ p) PCs by the mixture of b ’block’ and (k−b) ’difference’ components,
in which the block components are computed from the correlation matrices of each
cluster of variables. The argument behind the SCA is that the block components
are easier to interpret than the difference components, and hence aim at increasing
the number of block components.

The level of sparsity of a component can be measured by the number of zero (or
non-zero) loadings: the larger the number of zero-loadings, the sparser the com-
ponent and the easier the interpretation. Unfortunately, the components resulting
from some of the above approaches are not sparse enough and some of the sparse
components might still not be easily interpretable.

We propose a cluster-based sparse principal components (CSPC) method for
simplifying the interpretation of PCs. The p variables are first grouped into k
’best’ clusters, each with kj variables (j = 1, . . . , k), and then the jth CSPC is
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constructed from the covariance or correlation matrix of the jth cluster. Hence, the
problem leads to identifying the ’best’ clusters by optimizing a certain criterion.

The sparseness of the CSPCs is in such a way that the jth CSPC contains kj
nonzero loadings corresponding to the variables in the cluster and (p− kj) exact-

zero loadings corresponding to the variables outside the cluster, with
∑k

j kj =
p. The resulting k CSPCs are assumed to approximate the first k PCs with
respect to the cumulative percentage of explained variances and the structure of
the component loadings. Thus, the CSPC algorithm basically involves two stages
– grouping the p variables into k non-overlapping clusters and constructing the
sparse components from the covariance or correlation matrix of each cluster. The
newly proposed weighted-variance clustering algorithm, however, performs both
clustering and construction of the CSPCs simultaneously. The general idea of the
CSPC method has some similarity with the computation of the ’block’ components
by Rousson and Gasser (2004), but the two methods are quite different.

The paper is organized as follows. Section 2 gives simple motivating examples
while Section 3 discusses the two algorithms for clustering variables. First, the well
known hierarchical linkage method is considered, and then an improved method
for clustering variables is proposed. Section 4 is devoted to the construction of
the CSPCs. Application of the method to real and simulated data sets is given in
Section 5. Section 6 summarizes the paper.

2 Motivating examples

Two data sets, one hypothetical and another real, are considered for motivating the
CSPCs method. The correlation matrix of the hypothetical data set is constructed
in such a way that the corresponding PCs are sparse. The example helps to grasp
intuitively the idea of the CSPC method. The second (real) data set is taken from
McCabe (1984) and will be used throughout the paper for demonstration.

2.1 A hypothetical patterned correlation matrix

Consider an hypothetical correlation matrix R of five variables x1, x2, x3, x4, and
x5 depicted in Table 1. The correlation coefficients between a variable from the
first group of variables {x1, x2} and a variable from the second group of variables
{x3, x4, x5} are zero.

The PCs of the correlation matrix are given in the last five columns of Table 1,
where the effect on the PC loadings of the zero-correlations is noticeable from the
exact-zero loadings. Each of the five PCs are sparse, in that each PC contains
nonzero-loadings only for the variables in the specific group while assigning zero-
loadings to those variables outside the group. The two nonzero-loading variables
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Table 1: Hypothetical correlation matrix R and its PCs

R PC loadings
Variable x1 x2 x3 x4 x5 PC1 PC2 PC3 PC4 PC5
x1 1 .75 0 0 0 -.7071 0 0 0 -.7071
x2 1 0 0 0 -.7071 0 0 0 .7071
x3 1 .43 .17 0 -.6022 .4798 .6380 0
x4 1 .27 0 -.6478 .1734 -.7418 0
x5 1 0 -.4666 -.8601 .2064 0
Variance 1.75 1.5942 .8507 .555 .25

for PC1 and PC5 correspond to the first group, while the three nonzero-loading
variables for PC2, PC3, and PC4 correspond to the second group. Thus, the in-
terpretation of PC1 involves only the two variables {x1, x2} and the interpretation
of PC2 involves only the three variables {x3, x4, x5}. The same is true for the
other PCs. Interpretation is simpler for such sparse PCs than those which contain
nonzero loadings for all the variables.

The sparse principal components in Table 1 can be obtained directly from the
correlation matrices of each of the groups of variables. To see this, let R1 and
R2 denote the correlation matrices of the variables in the first and the second
groups, respectively. The correlation matrices, together with their corresponding
PCs, are depicted in Table 2. Note that the two PC vectors of loadings and the
corresponding variances (eigenvalues) of R1 are exactly the same as the vectors
of nonzero-loadings and variances of PC1 and PC5 of R. Similarly, the three PC
vectors of loadings and the corresponding variances of R2 are the same as the
vectors of nonzero-loadings and variances of PC2, PC3, and PC4 of R.

Table 2: Hypothetical correlation submatrices R1 and R2 and their PCs

R1 PC loadings R2 PC loadings
Variable x1 x2 PC11 PC21 Variable x3 x4 x5 PC12 PC22 PC32

x1 1 .75 -.7071 -.7071 x3 1 .43 .17 -.6022 .4798 .6380
x2 1 -.7071 .7071 x4 1 .27 -.6478 .1734 -.7418

x5 1 -.4666 -.8601 .2064
Variance 1.75 .25 Variance 1.5942 .8507 .555

Moreover, the largest eigenvalue of R is the same as the largest eigenvalue of
R1, while the second largest eigenvalue of R is the same as the largest eigenvalue
of R2. Thus, the PCs corresponding to the leading eigenvalues of R1 and R2 are
used to construct the first two (sparse) components of R with as little as possible
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loss of information. This remains true if more than two ’clusters’ of variables are
available in the matrix.

The simple mathematical result in this example implies that, if some variables
can be grouped into uncorrelated ”clusters”, then sparse principal components can
be approximated from the correlation matrices of the clustered variables.

2.2 The coal constituents data

In the simple hypothetical example above, the two ’clusters’ of variables are uncor-
related and their correlation matrix has automatically sparse PCs. Unfortunately,
this is not the case for real high-dimensional multivariate data. The correlation
coefficient between a pair of variables is hardly zero, and each PC contains nonzero-
loadings for all variables. The hypothetical example suggests to group the variables
into clusters in such a way that the correlations between the variables in one clus-
ter and the variables in the other clusters are as minimal as possible. Then, the
eigenvectors corresponding to the largest eigenvalues of the correlation matrices of
the clustered variables give the nonzero-loadings of the sparse components. The
next example illustrates the idea.

Table 3 contains the correlation matrix of nine constituent elements of coal in
50 samples (McCabe, 1984), together with the loadings of its first four PCs, which
account for 85.8% of the total variation.

Table 3: Correlation matrix and PC loadings, coal constituents data

Correlation matrix PCA loadings
Vars Si S Ca Ti Fe Se Sr Ba PC1 PC2 PC3 PC4
Al .961 .419 -.010 .926 .373 .328 .030 .304 .461 .136 -.319 .133
Si .454 -.071 .879 .370 .280 -.032 .269 .451 .184 -.291 .138
S -.058 .425 .657 .465 .061 .225 .356 -.006 .489 -.016
Ca -.050 .195 .005 .629 .103 .021 -.587 -.097 .560
Ti .336 .416 .024 .272 .453 .148 -.271 .072
Fe .424 .093 .185 .323 -.130 .517 .280
Se .113 .261 .299 -.081 .398 -.302
Sr .489 .079 -.660 -.178 -.068
BA .229 -.351 -.185 -.686

The usual PCs interpretation depends on the magnitude and sign of their
loadings. However, there is no formal rule for categorizing a loading as small or
large. In addition, each PC contains non-zero loadings on all variables. Inevitably,
this introduces subjectivity in the PCs interpretation.

For the coal constituents data, the first PC contains three variables with large
in magnitude loadings: Al, Si and Ti; the second PC – two variables {Ca, Sr} with



Cluster-based SPCs 6

large (absolute) loadings. Similarly, the third PC has large loadings for {S, Fe,
Se}, while the fourth PC has large loading for {Ba}. Thus, the variables might be
(subjectively) grouped into four non-overlapping ’clusters’: {Al, Si, Ti}, {Ca, Sr},
{S, Fe, Se} and {Ba}.

A close observation of the correlation matrix reveals that variables in the same
cluster are highly correlated to each other and weakly correlated with the variables
from different clusters. Indeed, the correlation coefficients corresponding to the
first cluster {Al, Si, Ti} are .961, .926 and .879. These are the three largest corre-
lation coefficients in the matrix. The correlations between each of the variables in
the first cluster and the variables in the other clusters are relatively small. Sim-
ilarly, the correlation coefficient between the variables in the second cluster {Ca,
Sr} is .629, while the correlations between the variables in the second cluster and
each of the variables in the other clusters are small. The same is true for the third
and the fourth clusters.

Hence, the absolute sizes of the loadings of the variables in each PC are related
to the magnitudes of the correlation coefficients between the variables. Subsets of
variables with large correlation coefficients tend to have larger (absolute) loadings
in a certain PC than the remaining variables. Thus, the first step in the process
of finding sparse principal components is clustering of the input variables.

3 Algorithms for clustering variables

Cluster analysis is an exploratory statistical technique concerned with grouping
items (observations or variables) into homogeneous ‘clusters’ on the basis of some
kind of similarity/dissimilarity data (Seber, 2004). A clustering technique can
be either hierarchical (agglomerative or divisive) or nonhierarchical (partitioning).
The hierarchical clusters are often displayed using a cluster tree, called the den-
drogram. Most clustering techniques are designed for grouping observations rather
than variables.

In the methods dealing with clustering variables, the correlation coefficients
between the variables are the natural similarities. Pairs of variables with relatively
large correlations are considered to be ‘close’ to each other, while pairs of variables
with relatively small correlations are considered to be ‘far away’ from each other.
Thus, each cluster usually contains highly correlated variables, with each variable
corresponding to one and only one cluster; i.e., the clusters are assumed to be
non-overlapping with respect to the variables.

Clustering techniques have also been used as a companion to PCA. For instance,
Jolliffe (1972) employed clustering algorithm as a variable discarding technique.
The purpose of his algorithm is to group the variables into clusters so that one
variable or best subset of variables is selected from each cluster. Vigneau and
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Qannari (2003) proposed a clustering method in which correlated variables lump
together based on a criterion involving the squared correlation between a variable
in a cluster and the leading principal component of the covariance matrix of the
cluster. Similarly, the ’gene shaving’ algorithm (Hastie et al., 2000), which deals
with clustering of genes (variables) with similar expression, involves discarding
(’shaving’) a given proportion of genes having the smallest absolute correlation
with the leading principal component.

In this section, two hierarchical clustering algorithms are considered. The first
one is the well known linkage method, in which the measure of distance between two
clusters solely depends on the similarity/dissimilarity measures (the correlation co-
efficients). But, the correlation coefficients as a measure of similarity/dissimiarity
is said to have some drawbacks and has been criticized by many authors (see (Se-
ber, 2004, p.357)). The second one – the weighted-variances clustering – is new
and more appropriate for clustering variables. In this method, pairs of clusters are
sequentially merged together based on the contribution of the pair to maximize an
objective criterion, which involves the sum of the variances of the sparse compo-
nents computed from the clusters weighted by the eigenvalues of the matrix. This
method allows to either find a required number of clusters (like the other existing
methods) or choose the ’appropriate’ number (and ’best’ set) of clusters among all
possible sets of clusters.

3.1 The hierarchical linkage clustering algorithm

Consider a p-vector of variables x with correlation matrix R = (rij). The hier-
archical linkage clustering algorithm is discussed in many multivariate textbooks,
e.g. (Seber, 2004), and for completeness is summarized here as follows:

1. Start with p clusters, each containing a single variable.

2. Search the matrixR for the most correlated (least dissimilar) pair of clusters.
Let these clusters be I and J with correlation coefficient rIJ .

3. Merge clusters I and J and label the newly formed cluster as IJ . Update
the entries in the correlation matrix by first deleting the rows and columns
corresponding to clusters I and J , and then adding a row and column giving
the ”correlations” between cluster IJ and the remaining clusters.

4. Repeat steps 2 and 3 a total of p − 1 times. Record the identity of clusters
that are merged and the coefficients at which the mergers take place.

In step 3, the merging of two clusters is based on one of the distance measures
(single, complete, or average linkages). If the single-linkage (nearest neighbor)
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method is used, the ‘correlation’ between the two clusters is the largest of the two
‘correlations’ or the smallest dissimilarity. That is,

rIJ = max
i∈I,j∈J

rij .

In contrary, the complete-linkage (farthest neighbor) method is based on the
largest dissimilarity. On the other hand, if the average-linkage method is employed,
the ’correlation’ between the two clusters is

rIJ =

(

∑

i∈I

∑

j∈J

rij

)

/kIkJ ,

where kI and kJ are the numbers of variables in clusters I and J , respectively.
In general, the number of clusters in a data set is unknown in advance, and

hence should not be fixed a priori. However, in practice, most of the clustering
procedures start with some required number k of clusters. This is a weakness of the
existing clustering methods (including the hierarchical linkage method), as they
do not find the ’appropriate’ number of clusters. As a result, different researchers
may ’choose’ different number of clusters for the same data set.

3.2 Clustering based on the sum of weighted variances

In this section, a new variance-maximizing algorithm is proposed for merging clus-
ters of variables in a hierarchical way. Let x = (x1, x2, . . . , xp) be a vector of p
variables and R be their correlation matrix with eigenvalues d1 ≥ d2 ≥ ... ≥ dp
and corresponding eigenvectors aj . Suppose the variables are already partition
into k (1 ≤ k ≤ p) clusters Cj , j = 1, . . . , k, each containing kj variables and
∑k

j=1 kj = p. Let vj denote the first eigenvector of the kj × kj correlation matrix
Rj of the variables in the jth cluster Cj and define the p-vector bj as follows:

bij =

{

vij if xi ∈ Cj
0 otherwise

. (1)

Hereafter, such p-vectors bj , j = 1, . . . , k, are called sparse principal compo-
nents (SPCs).

The weighted-variance clustering algorithm starts with p clusters of variables
where each variable makes a cluster, i.e. Cj = {xj}. That is, there are p clusters
at the first clustering stage. In this case, there are p SPCs bj each containing a
single nonzero-loading (kj = 1) corresponding to the variable–cluster. On each
subsequent stage, two clusters merge together when they maximize certain cri-
terion. Thus, at the mth stage (1 ≤ m ≤ p − 1), there are p − m + 1 clusters
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denoted by C
(m)
j , j = 1, . . . , p − m + 1 and assuming C

(1)
j ≡ Cj = {xj}. Then,

there are

(

p−m+ 1
2

)

possible configurations each of which composed by p−m

‘candidate’ clusters for the (m+ 1)th stage. The best configuration of clusters for
the (m+1)th stage is the one, obtained by merging two mth stage clusters, which
maximize the criterion:

τm =

p−m
∑

j=1

djb
⊤

j Rbj , m = 1, . . . , p− 1 (2)

over the SPCs bj constructed from all possible ‘candidate’ clusters for the (m+1)th
stage. Thus, at each stage, the algorithm performs simultaneously clustering of
variables and formation of cluster-based SPCs. The algorithm continues until one
of the options is satisfied: either a required number k of clusters is obtained, or
all variables are grouped into a single cluster. The latter option allows choosing
the ’best’ clusters from all possible clusters without prior fixing of k. This is an
advantage over the ordinary hierarchical linkage method.

The expression b⊤

j Rbj in (2) gives the variance accounted for by the jth SPC.
Then, the criterion is simply the sum of the weighted variances of the SPCs, where
dj is the weight for the variance of the jth SPC (hence called the weighted-variances
clustering method). The idea behind incorporating weights in (2) is to identify
those k SPCs which preserve as much as possible the explanatory power of the
first k PCs.

As the bj ’s are correlated to each other, it would be appropriate to replace the
variances by adjusted variances (Zou et al., 2006). Let Bp−m = [b1,b2, . . . ,bp−m],
and Qp−m be the upper-triangular (p − m) × (p − m) factor of the Cholesky

decomposition of B⊤

p−mRBp−m; that is, B⊤

p−mRBp−m = Q⊤

p−mQp−m. As shown
by Zou et al. (2006), the square of the elements on the main diagonal of Qp−m,

denoted as diagQ2
p−m, gives the vector of adjusted variances. Then, the criterion

(2) is replaced by the adjusted criterion

τm = d⊤

p−mdiagQ
2
p−m, m = 1, . . . , p− 1, (3)

where dp−m is a (p−m)-vector of dj’s.
The weighted-variances clustering algorithm can be summarized as:

1. Let C = {C1, C2, . . . , Ck} denote the required set of k (1 ≤ k ≤ p) clusters, where
Cj is the jth cluster containing kj variables with

∑k

j=1 kj = p.

2. Start with p clusters C
(1)
j = {xj}, j = 1, . . . , p, each containing a single variable.
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3. Among the

(

p
2

)

pairs of clusters in the first step, search for the one, say

C
(1)
i and C

(1)
l , for which the criterion τ1 in (3) is maximized up on merging the

clusters.

4. Merge C
(1)
i and C

(1)
l , and update the set of clusters to C(2), which now contains

p− 1 clusters.

5. At the mth stage (1 ≤ m ≤ p− 1), search for the pair of clusters, say C
(m)
i and

C
(m)
l , among the possible

(

p−m+ 1
2

)

configurations, for which the criterion

τm in (3) is maximized up on merging the clusters.

6. Merge C
(m)
i and C

(m)
l , and update the set of clusters to C(m+1), which now

contains p−m clusters.

7. Repeat steps (5) and (6) until either of the following conditions is satisfied:

i) a required number k of clusters C = C(k) is obtained, or

ii) m = p− 1, leading to a single cluster C(p) containing all the variables. In
this case, the best set of clusters, say C = C(k), is chosen to be the one for
which τk (1 ≤ k ≤ p) is the maximum.

3.3 Clustering and variable selection

Jolliffe (1972) discusses the use of cluster analysis methods in variable selection.
The idea is that if the p original variables are grouped into k clusters based on
certain optimal criterion, then each cluster can be represented by a single variable
from the cluster and the remaining (p − k) variables are discarded. He considers
two of the agglomerative hierarchical clustering methods for this purpose – the
single-linkage and the average-linkage clustering methods. He also discusses on
the techniques of selecting a representative variable from the group of variables in
a cluster. McCabe (1984) proposed a number of criteria for identifying ’principal
variables’, where essentially the idea is that a single representative variable can
replace a cluster of variables.

A common problem with the clustering methods for variable selection is that
the number of representative variables depends on the number k of clusters, which
is often subjectively decided by the researcher. To overcome this, Jolliffe (1972)
relates the required number of clusters to some threshold r0 such that the amal-
gamation of the clusters continues until the value of the clustering criterion first
falls below r0. Then the number k of clusters formed at this stage is the required
solution. But, there is still no hard rule for finding the value of r0.
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The weighted-variances algorithm can serve as an alternative hierarchical clus-
tering method to obtain a required number k of clusters. One advantage over the
standard hierarchical algorithms is that it gives the ’best’ clusters without fixing
k or r0 in advance. This helps to avoid the subjectivity in deciding the number of
clusters, and hence the number of representative variables to retain.

This can be illustrated by re-considering the correlation matrix of the coal
constituents data in Table 3. Let the variables Al, Si, S, Ca, Ti, Fe, Se, Sr and Ba
be represented by the numbers from 1 to 9. Both clustering methods considered
in Section 3.1 and Section 3.2 are applied to this data set.

The left plot in Figure 1 gives the dendrogram of the clustered variables based
on the average-linkage method (the single-linkage method also gives similar result).
With a required number of three clusters, the weighted-variances method results in
the clusters {1,2,3,5,6,7}, {4,8}, and {9}, which is exactly the solution to obtain
from the dendrogram (Figure 1). However, these clusters differ from the three
clusters based on the absolute magnitudes of the PC loadings in Table 3. If four
clusters are required, then both approaches find the same clusters {1,2,5}, {4,8},
{3,6,7}, and {9}.

Now, if the weighted-variances clustering algorithm is allowed to run without
fixing the number of clusters, then the value of (3) is maximal for the same set
of three clusters of variables given above – {1,2,3,5,6,7}, {4,8}, and {9}. The
’best’ number of clusters is also shown by the cluster-scree plot in Figure 1, which
relates the number of clusters with the maximum value of the criterion (3). As
noted above, the same clusters are found from the dendrogram if three clusters
are sought. However, the dendrogram does not indicate clearly the ’best’ number
of clusters, as the dissimilarity drop equally suggests either 3 or 5 clusters.

McCabe (1982) identified few possible four-variable subsets of principal vari-
ables for the coal constituents data. The subset with the largest percentage of
explained variation is found to be {2, 4, 6, 9}. Note that each of these princi-
pal variables correspond uniquely to one cluster in the four-clusters case. For the
three-clusters case, he identified four sets of principal variables with large percent-
age of explained variation, of which three sets fulfil the property that each of the
principal variables in a set correspond uniquely to one cluster.

4 Cluster-based sparse principal components

The usual ad hoc practice in the interpretation of a PC is to ignore the variables
with small absolute loadings or set to zero loadings smaller than some threshold
value. This makes the PCs sparse artificially as no care is taken on how well they
fit the data. Not surprisingly, such a practice is found to be misleading especially
for PCs computed from a covariance matrix (Cadima and Jolliffe, 1995).
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Figure 1: Dendrogram (Left) and cluster-scree plot (Right) for the coal constituents
data.

The aim of this section is to construct k(≤ p) cluster-based SPCs (CSPCs) that
best approximate the structure and the variances of the first k PCs of a correlation
or covariance matrix. Jolliffe (2002) discusses the possibility of deducing such
approximations from the pattern of the matrix, which requires the detection of
a well-defined groups (clusters) of variables. But most of the real correlation
or covariance matrices do not show such patterns. That is why, finding CSPCs
requires first an optimal clustering of the variables.

4.1 Constructing the CSPCs

Assume that the variables are already grouped into k clusters using an arbitrary
clustering technique and kj is the number of variables in the jth cluster with
∑k

j=1 kj = p. The next step is to construct the CSPCs, which is not difficult
once the clusters are formed. The nonzero loadings of the jth CSPC are ob-
tained from the eigenvector corresponding to the largest eigenvalue of the corre-
lation/covariance matrix of the variables included in the jth cluster. Formally,
this was already expressed in (1). Let xj be the vector of the kj variables in the
jth cluster, Rj be their correlation/covariance matrix, and vj be the eigenvector
corresponding to the largest eigenvalue of Rj . Then the CSPC bj is formed from
vj in such a way that the kj loadings in vj become the nonzero-loadings of bj for
the same variables xj , while the remaining (p− kj) loadings of bj are taken zero.
Particularly, if the variation-maximization clustering from Section 3.2 is used, then
the CSPCs are available as by-products.

If the variables are optimally clustered, the performance of the CSPCs can
be assessed using the cumulative percentage of variances explained by the com-
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ponents. However, as the CSPCs are correlated to each other, the cumulative
percentage of the adjusted variances (Zou et al., 2006) is a better measure of their
goodness-of-fit.

4.2 Number of CSPCs

In PCA, there is no hard rule for deciding on the number k of PCs to retain in
the process of reducing dimensionality. Two of the ad hoc rules-of-thumb used in
practice are the cumulative percentage of total variation and the scree plot (Jolliffe,
2002, Section 6.1). The first method suggests to retain the first k(< p) PCs which
explain a required cumulative percentage of total variation (say 80% or 90%) in
the original data. In the latter method, one selects the value of k from a scree
plot. The choice of k is subjective no matter which of the methods is used.

The number of CSPCs depends on the number of clusters. Still, there is no
simple rule for choosing the number of clusters in cluster analysis, though there
are some suggestions. For the hierarchical linkage clustering method, the required
number of clusters can be inferred from the nodes of the dendrogram. In an
extreme case, all variables fall into one cluster, in which case the single sparse
component is the same as the first PC. In another extreme case, each variable
forms a cluster, resulting in a total of p sparse components. Thus, the number of
sparse components ranges from 1 to p. However, neither of the two extreme cases
are interesting as the objective is to obtain interpretable components in a reduced
dimension, which recover as much as possible of the total variation of the data. In
general, the investigator may (subjectively) decide on the number of components
to work with, depending on the trade-off between the required level of sparsity,
the dimensionality, and the cumulative percentage of explained variance.

The weighted-variances clustering algorithm proposed in Section 3 runs under
two options – either until a required number of k clusters is obtained or until
all original variables are grouped into a single cluster. The first option involves
subjective judgement like the other methods, but the second option helps to obtain
all possible clusters of variables without fixing k a priori. Then, the ’optimal’
solution is the configuration of clusters which give the maximum value of the
criterion (3). This is equivalent to identifying the value of k in (3) which gives the
maximum value of τk:

τopt = max τk, k = 1, . . . , p.

The values of τk can be plotted against k to give the cluster-scree graph. Such
graphs have a downward parabolic shape, and hence the ’optimal’ value of k cor-
responds to the peak of the graph. This graph can also be used as an alternative
tool for deciding the number of PCs to retain in the ordinary PCA.



Cluster-based SPCs 14

The sparsity level of a component is also affected by the number of compo-
nents. Unlike the constrained sparse techniques (such as the LASSO-based meth-
ods), which constrain the number of non-zero loadings per sparse component by
introducing a tuning parameter, the CSPC approach controls the sparsity level by
the number of clusters. The higher the number of clusters the sparser the compo-
nents, due to the property that the variables are non-overlapping in each sparse
component. The feature of the CSPC method being not dependant on a tuning
parameter adds one more advantage over other similar methods.

For the coal constituents data, the first four PCs of the correlation matrix
account for 85.8% of the total variation, see Table 4. If we decide to work with four
clusters based on the dendrogram in Figure 1, then the nonzero-loading variables
for the corresponding CSPCs become {1, 2, 5}, {4, 8}, {3, 6, 7}, and {9}. The
variables in each of the clusters correspond to the large-loading variables in the
first four PCs of Table 4. The CSPCs are given in the last block of the same table.

The three CSPCs based on the weighted-variances clustering method (not
shown) contain nonzero-loading for variables {1, 2, 3, 5, 6, 7}, {4, 8}, and {9}. These
CSPCs account for 69.8% of the total variation, and 67.4% adjusted variance.

Table 4: Loadings of the first four PCs and CSPCs based on linkage method, coal
constituents data

PC loadings CSPC loadings
Variable 1 2 3 4 1 2 3 4
Al .461 .136 -.319 .133 .586 0 0 0
Si .451 .184 -.291 .138 .577 0 0 0
S .356 -.006 .489 -.016 0 0 .611 0
Ca .021 -.587 -.097 .560 0 -.707 0 0
Ti .453 .148 -.271 .072 .569 0 0 0
Fe .323 -.130 .517 .280 0 0 .599 0
Se .299 -.081 .398 -.302 0 0 .518 0
Sr .079 -.660 -.178 -.068 0 -.707 0 0
Ba .229 -.351 -.185 -.686 0 0 0 -1
CumVarunadj(%) 42.3 62.8 76.1 85.8 31.6 49.7 72.4 83.5
CumVaradj(%) 42.3 62.8 76.1 85.8 31.6 49.5 67.3 76.1

5 Worked examples

In this section, one real and two synthetic data are considered to illustrate the
CSPCs method. The methods considered in Section 3 are used for clustering
variables, with more attention on the weighted-variances clustering. The SPCs
are computed using the methods in Section 4.
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5.1 Pitprop data

The Pitprop data contains 13 variables x1, x2, . . . , x13 measured on 180 pitprops
cut from Corsican pine timber (Jeffers, 1967). Jeffers (1967) considered the first
six PCs of the correlation matrix for further analysis and interpretation. Their
cumulative percentages of explained variance are 32.4%, 50.7%, 65.1%, 73.6%,
80.6%, and 86.9%.

The 13 variables are first grouped into clusters based on the methods dis-
cussed in Section 3. We consider three clustering solutions – one based on den-
drogram, and two based on the weighted-variances method. The left plot in Fig-
ure 2 gives the dendrogram based on the average-linkage method. For required
number of six clusters, the dendrogram groups the variables into six clusters as
{x1, x2, x6, x7, x8, x9, x10}, {x3, x4}, {x5}, {x11}, {x12}, and {x13}. For the same
required number of clusters, the weighted-variances clustering approach suggests
the same set of clusters as the dendrogram. On the other hand, if the weighted-
variances algorithm is allowed to run without fixing the number of clusters, then
the ’best’ number of clusters is found to be six (see the cluster-scree plot in Fig-
ure 2). The corresponding clusters are again the same as the ones obtained above
– {x1, x2, x6, x7, x8, x9, x10}, {x3, x4}, {x5}, {x11}, {x12}, and {x13}.
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Figure 2: Average-linkage dendrogram (Left) and cluster-scree plot (Right) for the
Pitprop data.

Now we construct the corresponding CSPCs. If the variables are grouped into
six clusters (based on either the dendrogram or the weighted-variances), then the
six CSPCs explain 76.0% of the total variance, and 73.5% adjusted variance. The
number of nonzero loadings (which measures the sparsity level) in the six CSPCs
are 7,2,1,1,1,1.

The Pitprop data have become a benchmark and is used in vast amount of
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papers studying sparse PCs. In the remaining part of this illustration, the CSPCs
based on a required number of six clusters is considered for comparison with other
similar methods. As most of the methods produce 4th, 5th and 6th SPCs with
a single non-zero (unit) loading, Table 5 contains the loadings of the first three
SPCs only and the corresponding cumulative variances (CV) and adjusted vari-
ances (CAV). The values in the table are collected from the original papers. The
abbreviations are: SPCA – sparse principal component analysis (Zou et al., 2006),
SCoTLASS – simplified component technique-LASSO (Jolliffe et al., 2003) with
τ = 1.75, DSPCA – direct sparse PCA (d’Aspremont et al., 2007), ESPCA –
exact sparse PCA (Moghaddam et al., 2006) and IDR – interpretable dimension
reduction (Chipman and Gu, 2005) with sparsity constraint η = .9.

Table 5: Sparse loadings and variances of the first three components explained by
different methods, Pitprop data

Method x1 x2 x3 x4 x5 x6 x7 x8 x9 x10 x11 x12 x13 CV CAV 0s

SPCA 1 .48 .48 0 0 -.18 0 .25 .34 .42 .40 0 0 0 28 28 6

SPCA 2 0 0 .78 .62 0 0 0 -.02 0 0 0 .01 0 42 42 9

SPCA 3 0 0 0 0 .64 .59 .49 0 0 0 0 0 -.01 57 55 9

SCoTLASS 1 .66 .68 0 0 0 0 .00 .00 .28 .11 0 0 0 20 20 7

SCoTLASS 2 0 -.00 .64 .70 0 .29 .11 0 0 0 0 .00 0 36 33 7

SCoTLASS 3 0 0 .20 .00 0 -.17 -.66 0 0 -.00 0 0 .70 50 46 7

DSPCA 1 .56 .58 0 0 0 0 .26 .10 .37 .36 0 0 0 27 27 7

DSPCA 2 0 0 .71 .71 0 0 0 0 0 0 0 0 0 42 40 11

DSPCA 3 0 0 0 0 0 -.79 -.61 0 0 0 0 0 .01 56 50 10

ESPCA 1 .48 .49 0 0 0 0 .40 0 .42 .43 0 0 0 26 26 8

ESPCA 2 0 0 .71 .71 0 0 0 0 0 0 0 0 0 41 40 11

ESPCA 3 0 0 0 0 0 -.81 -.58 0 0 0 0 0 0 55 49 11

IDR S1 -.42 -.42 0 0 0 -.30 -.42 -.31 -.37 -.39 0 0 0 31 31 6

IDR S2 0 0 -.69 -.58 0 0 0 0 0 0 0 -.44 0 45 45 10

IDR S3 0 0 0 .43 .58 .57 0 0 0 0 0 0 -.39 59 56 9

CSPC 1 .42 .43 0 0 0 .27 .40 .31 .38 .40 0 0 0 31 31 6

CSPC 2 0 0 .71 .71 0 0 0 0 0 0 0 0 0 45 45 11

CSPC 3 0 0 0 0 0 1 0 0 0 0 0 0 0 53 52 12

The first two components of CSPC outperform that of the SPCA with respect
to both the sparsity level and the cumulative percentage of explained variances.
With the same number of nonzero loadings (same sparsity level), the first CSPC
explains higher percentage of variance than the first component of SPCA. In ad-
dition, the second CSPC accounting for 14% of the total adjusted variances, con-
tains only two nonzero-loading variables. But, the second sparse component of
SPCA, accounting for the same percentage of total adjusted variances, contains
four nonzero-loading variables.

Similarly, better performance is achieved by the CSPC compared to both the
first two and the first three components of SCoTLASS. In addition, the first three
components of CSPC are sparser and explain higher cumulative percentage of ad-
justed variances than the first three components of DSPCA. Compared to ESPCA,
the first three CSPC account for larger cumulative percentage of adjusted variances
for the price of one nonzero-loading variable. The IDR components account for
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higher cumulative percentage, they are quite sparse, but lack orthognality.
Sparse principal components with non-overlapping variables are expected to

give simpler and possibly clearer interpretation than those with overlapping vari-
ables. The CSPCs are designed in such a way that a variable gets a nonzero
loading in only one sparse component. This property is not common for the other
methods, e.g. DSPCA, ESPCA and IDR S.

The CSPCs can be compared with the results from variable selection. The
CSPC with only one nonzero loading might indicate that this particular variable
could be one of the original variables to be retained in the variable selection process.
For example, consider the Pitprop data. The last four (of six) CSPCs are composed
by a single variable, namely 5th, 11th, 12th, and 13th. For comparison, the variable
selection technique proposed by Jolliffe (1973) identified the following variables
{x1, x3, x5, x11, x12, x13}, while Cadima and Jolliffe (2001) replaced x1 with x2,
i.e. the selected variables are {x2, x3, x5, x11, x12, x13}. The latter subset of
variables was also found by McCabe (1984) to be the one explaining the largest
percentage of variation among the other subsets of six principal variables. Clearly,
the CSPCs for the Pitprop data are in agreement with the results from the three
variable selection methods.

5.2 Synthetic data 1

The following example tests the ability of the weighted-variance clustering to re-
construct the groups of variables from the generating model. Additionally, it can
be used to check if the CSPCs found can reveal the important features of the PCs
without sacrificing much variance.

The artificial data are generated by making use one of the models considered
in Jolliffe (1972). Let zi, i = 1, ..., 10 be independent standard normal variates and
xi, i = 1, ..., 10 be constructed following the formulas given in Table 6:

Table 6: Formulas for generating artificial data (Jolliffe, 1972)

Variable Variate comb. Variable Variate comb.
x1 z1 x6 2z4 + 0.75z5 + 1.5z6
x2 z2 x7 z7
x3 z2 + z3 x8 z7 + 0.5z8
x4 z4 x9 2z7 + 0.5z8 + z9
x5 z4 + 0.75z5 x10 3z7 + z8 + z9 + z10

By construction, the 10 variables xi fall into 4 groups: {x1}, {x2, x3}, {x4, x5, x6},
and {x7, x8, x9, x10}. The variables forming the groups are linear combinations of
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the variables within the same groups plus random disturbances, whereas variables
from different groups are independent.

The correlation matrix R10 of the ten variables xi is calculated based on 100
random observations. The correlation coefficient between a variable from one group
and a variable from another group is very small (and is assumed to be zero), while
the correlation coefficients between the variables from the same group are found
to be as follows: ρ23 = .800, ρ45 = .865, ρ46 = .795, ρ56 = .804, ρ78 = .925, ρ79 =
.926, ρ7,10 = .930, ρ89 = .905, ρ8,10 = .933, ρ9,10 = .954.

The first four PCs of the correlation matrix R10 of the simulated data are
reproduced in Table 7. They account for 92.5% of the total variation. First,
the weighted-variance clustering is applied to R10 with four desired clusters. The
loadings of the obtained CSPCs and the variances explained are given in Table 7.
It is clear that the four CSPCs perfectly identify the important features of the
PCs, and that they explain nearly the same variance.

Table 7: Loadings of the PCs and CSPCs, synthetic data 1
PC loadings CSPC loadings

Variable 1 2 3 4 1 2 3 4
x1 .004 -.047 -.119 .985 0 0 0 1
x2 .116 .129 -.672 -.155 0 0 -.707 0
x3 .093 .102 -.696 .001 0 0 -.707 0
x4 -.040 .572 .084 .032 0 .582 0 0
x5 -.039 .570 .125 .049 0 .584 0 0
x6 -.003 .563 .053 .035 0 .567 0 0
x7 .491 .010 .105 .021 .499 0 0 0
x8 .492 -.001 .064 -.024 .497 0 0 0
x9 .494 .034 .069 .010 .500 0 0 0
x10 .498 .001 .069 .028 .504 0 0 0

CumVarunadj(%) 38.4 65.1 82.6 92.5 37.9 64.3 82.3 92.3
CumVaradj(%) 38.4 65.1 82.6 92.5 37.9 64.3 82.0 91.9

Next, the weighted-variance clustering is applied without required number of
clusters. The cluster-scree plot in Figure 3 relates the number of possible clusters
with the value of the criterion (3). The plot shows that the criterion is maximal
when the variables are grouped into four clusters. Moreover, each cluster contains
the same set of variables as required by the model.

5.3 Synthetic data 2

Here we consider the data generated as follows (Zou et al., 2006):

V 1 ∼ N(0, 290), V 2 ∼ N(0, 300),
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Figure 3: Cluster-scree plot for the synthetic data 1.

V 3 = −0.3V 1 + 0.925V 2 + ǫ, ǫ ∼ N(0, 1),

and V 1, V 2, and ǫ are independent normal variates. Then 10 observable variables
are constructed as follows:

Xi = V1 + ǫ1i , ǫ1i ∼ N(0, 1), i = 1, 2, 3, 4,

Xi = V2 + ǫ2i , ǫ2i ∼ N(0, 1), i = 5, 6, 7, 8,

Xi = V3 + ǫ3i , ǫ3i ∼ N(0, 1), i = 9, 10,

where {ǫji} are independent, j = 1, 2, 3; i = 1, 2, . . . , 10.
The weighted-variances clustering method is applied to the covariance matrix

of the variables. The criterion (3) is maximal when the variables are grouped into
two clusters: {X1, X2, X3, X4} and {X5, X6, X7, X8, X9, X10}. The corresponding
CSPCs, together with the PCs, the simple thresholding, and the SPCA solution of
Zou et al. (2006) are given in Table 8. The second sparse components of the SPCA,
the simple thresholding and the CSPC method are identical. As by construction,
the CSPC method includes each variable in one of the CSPCs, then the first CSPC
includes X9 and X10, because V3 is highly correlated to V2, but weakly – to V1.
The first simple thresholding component also includes these two variables, but
excludes X5 and X6. Thus, the first CSPC fits the first PC much better than the
first SPCA and the first simple thresholding components.

6 Conclusion

Principal component analysis is a well known and efficient technique for reduc-
ing the dimension of high-dimensional data. However, each PC contains non-zero
loadings on all original variables, which complicates its interpretation. Tradition-
ally, the variables with small loadings are ignored, but this practice is found to be
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Table 8: Loadings of PCA, SPCA and CSPC method, synthetic data 2
PCA SPCA (λ = 0) Simple Thresholding CSPC

Variable 1 2 3 1 2 1 2 1 2
x1 -.116 .478 .087 0 .5 0.000 -0.5 0 .5
x2 -.116 .467 .087 0 .5 0.000 -0.5 0 .5
x3 -.116 .478 .087 0 .5 0.000 -0.5 0 .5
x4 -.116 .478 .087 0 .5 0.000 -0.5 0 .5
x5 .395 .146 -.270 .5 0 0.000 0.0 .414 0
x6 .395 .146 -.270 .5 0 0.000 0.0 .414 0
x7 .395 .146 -.270 .5 0 -0.497 0.0 .414 0
x8 .395 .146 -.270 .5 0 -0.497 0.0 .414 0
x9 .401 -.010 .582 0 0 -0.503 0.0 .396 0
x10 .401 -.010 .582 0 0 -0.503 0.0 .396 0

CumVaradj(%) 60.0 39.6 .08 40.9 39.5 38.8 38.6 58.9 39.2

misleading. The modern approaches try to solve this interpretation problem by
constructing sparse principal components which have many zero loadings and still
explain considerable amount of variation.

The cluster-based sparse component method constructs the sparse components
from clusters of variables. The idea is that the variables important for the com-
posing of a certain component are more correlated to each other than to the other
variables. Then if the variables are optimally clustered using an objective crite-
rion, then the nonzero loadings of the sparse components can be obtained from the
correlation matrices of the variables in each cluster. The number of clusters gives
the number of the sparse components, but often it is unknown in advance. In this
paper, the existing hierarchical linkage and a newly proposed weighted-variance
clustering methods are employed to form clusters. The new method works with or
without fixing the number of clusters a priori, i.e. it also finds the best number of
clusters (and CSPCs).

The performance of the CSPCs depends on the quality of the clustering method.
For optimally clustered variables, the weighted-variances method can give easily
interpretable components which explain high cumulative percentage of (adjusted)
variances. The results from the real and simulated data sets demonstrate that
the weighted-variance method is a reasonable alternative method for both cluster-
ing variables, and constructing sparse principal components, which are easier to
interpret than the PCs and still achieving considerable explanatory power.
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