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N.1 INTRODUCTION

As in Chapter 2, consider the version of the logistic distribution with pdf
f ∗(z) = e−z/(1 + e−z)2 and cdf F ∗(z) = 1/(1 + e−z) on −∞ < z < ∞.
Inserting these formulae into (2.1.1) yields

f ∗
i:n(zi) =

n!

(i − 1)!(n − i)!

e−(n+1−i)zi

(1 + e−zi)n+1
, −∞ < zi < ∞, (N.1.1)

the density of Zi:n, the ith order statistic from a random sample of size
n from the logistic distribution. This can be recognized as the Type IV
generalized logistic distribution of Chapter 9 with parameters p = i and
q = n + 1 − i or, as I prefer to call it, the log F distribution. Strictly
speaking, I’m not right in doing so: it’s the distribution of the log of G, a
beta random variable of the second kind with degrees of freedom (d.f.) 2i
and 2(n+1− i). But G = iF/(n+1− i) and F follows the F distribution on
2i and 2(n+1− i) d.f. (Johnson, Kotz and Balakrishnan, 1994, Chapter 27).
Moreover, log F = log G + log((n + 1 − i)/i) simply yields a location shift
between distributions. Whatever you call it, density (N.1.1) is attractively
simple. Make the trivial observation, too, that the logistic distribution is
itself the special case of (N.1.1) with i = n = 1, the distribution of the only
order statistic from a logistic sample of size 1!

Step back now and consider an apparently different problem. How might
one generate a general three- or four-parameter family of distributions on the
real line from the (two-parameter) logistic distribution as a starting point?
(The two parameters of the logistic distribution are location µ and scale σ.)
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The extra, shape, parameter(s) should accommodate skewness and, perhaps,
different amounts of tail-weight/kurtosis in some appropriate way, and hence
afford more flexible and more robust modelling of data. A general answer
that I have put forward elsewhere for generation of such a family from the
starting point of an arbitrary symmetric distribution is to utilize and slightly
generalize the set of its order statistic distributions (Jones, 2004). Specializ-
ing to the logistic distribution, this simply amounts to taking as the canonical
(µ = 0, σ = 1) family those with densities (N.1.1) with the positive integer i
replaced by a real parameter a > 0 and the positive integer n+1− i replaced
by a real parameter b > 0. That is, the (canonical) general family is the log
F distribution with density

fa,b(t) =
1

B(a, b)

e−bt

(1 + e−t)a+b
, −∞ < t < ∞, (N.1.2)

where B(a, b) is the beta function. Notice that, as well as this strictly being
the log G family, the d.f.’s of the logged F distribution are 2a and 2b.

The link with logistic order statistics makes a number of things apparent,
not least the way a and b control skewness and affect tails. Figure N.1.1
shows the logistic distribution and the densities of each of the order statistics
associated with a random sample of size n = 25 from it. The density of the
minimum is the left-skewed density furthest to the left in Figure N.1.1.; it
corresponds to a = 1, b = 25. The density of the maximum is the right-skewed
density furthest to the right in Figure N.1.1.; it corresponds to a = 25, b = 1,
and is the mirror image of the density of the minimum. As a increases
from 1 to 12 or decreases from 25 to 14, the densities of the order statistics
become steadily less skewed, culminating in a (not very visible) symmetric
distribution for the median, when a = b = 13. Also, the more extreme the
value of a, the longer the outward facing tail of the density (and the shorter
the inward facing tail).

* * * Figure N.1.1 about here * * *

But why choose n = 25? Why not consider the collection of all order
statistic densities for each possible integer n? And why stick with integer i?
Why not fill in between the ith and i + 1st order statistic distributions with
‘fractional’ order statistic distributions defined to have real parameters i+α
and n + 1 − i − α for 0 < α < 1? And then why insist on n being integer?
The result in general is the family of order statistic distributions generated
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by f , say, given by

ga,b(t) =
1

B(a, b)
f(t)F a−1(t)(1 − F (t))b−1, −∞ < t < ∞, (N.1.3)

for a, b > 0, which specializes to (N.1.2) in the logistic/log F case.
This theme of the link between logistic order statistics and the log F

distribution is continued into Section 2 where those properties of the log F
distribution that can be directly interpreted via this link are emphasized.
The point, however, of considering, say, four-parameter distributions such
as σ−1fa,b(σ

−1(t − µ)) is to use them as models for data, and it is to that
aspect that I turn in Sections 3 and 4 of this chapter. Maximum likelihood
estimation is the subject of Section 3, where it is argued that the scale pa-
rameter σ is actually redundant in practice, a and b effectively combining to
accommodate scale as well as skewness: the preferred practical version of the
log F distribution therefore simply has density fa,b(t− µ). The log F distri-
bution is utilized to good effect in two relatively simple examples in Section
4. A multivariate log F distribution with particular links to logistic order
statistics is described and applied in Section 5. Some concluding remarks
constitute Section 6: the main themes of the chapter are recapitulated, with
the potential usefulness of the log F distribution and its practical niche (in
particular, as an alternative to asymmetric Laplace distributions) to the fore.

N.2 PROPERTIES

N.2.1 Alternative Genesis

Thanks to properties of the probability integral transform, the distribution
of the ith order statistic from a random sample of size n from continuous
distribution F is that of F−1(Ui:n) where Ui:n is the ith order statistic from
a random sample of size n from the uniform distribution on (0, 1). And Ui:n

follows the beta distribution with parameters i and n + 1 − i (e.g. David
and Nagaraja, 2003, Section 2.3). In simple generalization, which is readily
seen directly, the general order statistic distribution (N.1.3) is that of F−1(B)
where B follows the beta distribution on (0,1) with parameters a and b. When
F = F ∗, this implies — or confirms, given the link with the F distribution —
that the distribution (N.1.2) is that of log(B/(1−B)). This last relationship
was also noted in Section 9.2.
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N.2.2 Distribution Function

Let T be a random variable following distribution (N.1.3). Its distribution
function is

P (T ≤ t) = P (F−1(B) ≤ t) = P (B ≤ F (t)) = IF (t)(a, b)

where Ix(a, b) =
∫ x
0 ua−1(1 − u)b−1du/B(a, b), 0 ≤ x ≤ 1, is the incomplete

beta function ratio, the distribution function of the beta distribution on (0,1).
In the log F case, the distribution function is therefore

Fa,b(t) = I1/(1+e−t)(a, b).

N.2.3 Tails

If f has exponential tails as the logistic density has, i.e. f ∼ e−|x| for large
|x|, then it is easy to see from (N.1.3) that the tails of ga,b, in general, and
fa,b, in particular, are exponential too:

ga,b(x) ∼ eax, x < 0, ga,b(x) ∼ e−bx, x > 0.

(Similarly, power f tails translate to power ga,b tails.) However, the scalings
of left- and right-hand tails differ and hence, in this sense, the lengths of the
tails too. (In the case of power tails, tail-weights change more radically with
a and b.) Here and in general a controls the behaviour of the left-hand tail
and b controls the behaviour of the right-hand tail. The smaller is the value
of a, the longer the left-hand tail; ditto for b and the right-hand tail. The two
extra parameters a and b introduced in the log F distribution are actually
therefore parameters directly controlling the lengths of one tail each — which
is reasonably clear from the order statistic interpretation (and Figure N.1.1).

N.2.4 Symmetry and Asymmetry

For f symmetric about zero, in general, and logistic f ∗, in particular, gb,a(t) =
ga,b(−t). This mirrors the mutually reflected nature of the distributions of
the ith and n+1− ith order statistics in a sample of size n from a symmetric
distribution.
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If f is symmetric then ga,b is symmetric if and only if a = b. When a = b
the log F distribution has density

fa,a(t) =
1

B(a, a)

e−at

(1 + e−t)2a
, −∞ < t < ∞,

which is also the Type III generalized logistic distribution of Chapter 9 (with
α = a). What is, I think, relatively unappreciated is that taking logs of
the familiar F random variable but with equal d.f. (parametrized here as
2a, 2a) gives rise to this useful class of symmetric generalizations of the lo-
gistic distribution. In order statistics terms, these distributions are those
of (generalized) medians of symmetric distributions, ordinary medians when
2a − 1 = n is an odd integer. The link with medians makes the symmetry
of these distributions unsurprising. The overall tail-length goes up as a goes
down.

While a = b corresponds to symmetry, a �= b corresponds to asymmetry.
In this way, the parameters a and b, directly focussed as they are on con-
trolling left- and right-tails, implicitly lead to skewness as a consequence of
unequal tails. Moreover, as was implied in relation to Figure N.1.1, a < b
(corresponding to order statistics below the median) gives rise to skewness
to the left of the associated distribution, while a > b (corresponding to order
statistics above the median) gives rise to skewness to the right. The more
different are a and b, the greater the skewness.

N.2.5 Limiting Distributions

If a and b both tend to infinity, then the appropriately normalized log F
distribution tends to the normal distribution (Aroian, 1941). If a → ∞
but b is fixed, then the appropriately normalized log F distribution tends to
the distribution with density proportional to e−bt exp(−e−t),−∞ < t < ∞.
Likewise, if b → ∞ but a is fixed, then the appropriately normalized log F
distribution tends to the (log gamma) distribution with density proportional
to eat exp(−et),−∞ < t < ∞ (Prentice, 1975).

Why are these results ‘obvious’? Because of the connection with order
statistics! The case where both a, b → ∞ corresponds to the limiting normal
distribution of either ‘central’ order statistics (a/b → c, 0 < c < ∞) or
‘intermediate’ order statistics (a/b → ∞ or b/a → ∞); see e.g. Arnold et
al. (1992, Section 8.4). The case where only a → ∞ results in the limiting
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distribution of the bth largest order statistic; likewise, when b → ∞, the
limiting distribution is that of the ath smallest order statistic (Arnold et al.,
1992, Section 8.5). Or at least they all would do if a and b were integer. The
point, however, is that the mathematics on which the limiting arguments
depend does not require a or b to be integer and works just the same when
they are real numbers. The particular form of limiting extreme value-type
distribution when a or b is fixed is a consequence of the exponential tails of
the logistic distribution.

N.2.6 Other Properties

Some properties of the log F distribution are not such immediate conse-
quences of their connection with logistic order statistics. For instance, it is
easily confirmed that the log F distribution is unimodal for all a, b (with
mode at log(a/b)), but there is no general order statistic result making this
inevitable (Jones, 2004, Section 4.4). Likewise, tractability or otherwise of
moments of order statistics has to be evaluated on a case-by-case basis. So
I have nothing to add concerning moments of the log F distribution but to
refer the reader to Section 9.2 of this book.

N.3 MAXIMUM LIKELIHOOD ESTIMATION

Let T1, . . . , Tn be an i.i.d. sample of continuous univariate data. Let us set
out to empirically model the data by the four parameter family of distribu-
tions σ−1fa,b(σ

−1(t− µ)) where fa,b is the log F density given at (N.1.2). In
this way, skewness and, to the extent of variations in their exponential na-
ture, differing tails can be accounted for. This is the simple circumstance in
which, for clarity, most of the inference work in this chapter is based. How-
ever, extension to regression with a log F error distribution is immediate by
making µ a function of covariates and their regression parameters. And its
incorporation into time series and other more highly structured models fol-
lows readily too (e.g. Peng, Dear and Denham, 1998, for a cure rate mixture
model involving the log F distribution).

Maximum likelihood (ML) is the natural estimation method. Likelihood
ratio tests for symmetry (a = b) and thence for the logistic model (a =
b = 1) are immediately available, using the usual asymptotic chi-squared
distribution. An excellent study of ML estimation for the log F distribution
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was provided by Prentice (1975). In that work, Prentice came up with the
recommended reparametrization

p =
2

a + b
, q =

a − b√
ab(a + b)

;

p is a measure of overall tail-length and q of skewness. Prentice’s main
purpose in providing such a reparametrization was to regularize inference for
the limiting distributions of Section 2.5 of this chapter, which correspond to
one or both of a and b being infinite (p = 0 and, particularly, when q =
±1 or 0). Prentice showed that the reparametrization allows finite nonzero
likelihood derivatives with respect to all parameters at these boundaries. (Of
course, symmetry corresponds to q = 0 and the logistic to p = 1, q = 0.)

Is this reparametrization linked to order statistics? Not in a generally
informative way that I can see. But there may be such a link because, in
Jones and Faddy (2003), it was shown that the very same parametrization
provided the very same properties for a very different order statistic distri-
bution ... suggesting a more general result that has not yet been obtained.
Jones and Faddy (2003) also noted, for their different family of distributions,
that Prentice’s reparametrization helped make the contours of the likelihood
surface more nearly elliptical.

Prentice (1975, p.609) gave the information matrix corresponding to (µ, σ,
a, b); here, the information matrix, nI, corresponding to the reparametriza-
tion (µ, σ, p, q) is given instead. (The two can be shown to match up.) It
turns out that the elements of I corresponding to µ and σ only are of the
form ιµµ/σ2, ιµσ/σ2 and ισσ/σ2, those corresponding to one of µ or σ and
one of p or q are of the form ιµp/σ, ιµq/σ, ισp/σ and ισq/σ, and those corre-
sponding to p and q are of the form ιpp, ιpq and ιqq, where the ι’s are each
functions of p and q only. The location parameter does not feature in the
information matrix at all. And the above structure means that asymptotic
correlations are also independent of σ and can thus be plotted as functions
of (a and b or) p and q alone.

Write R = W (W + q) and S = W (W − q) with W =
√

q2 + 2p so that
a = 2/R, b = 2/S. Using this notation, the ι’s are given by:

ιµµ =
2

(p + 2)W 2
;

ιµσ =
2p

RS(p + 2)

[
2
{
ψ
(

2

R

)
− ψ

(
2

S

)}
+ R − S

]
;
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ισσ = 1 +
2p

RS(p + 2)

(
2

[
ψ′
(

2

R

)
+ ψ′

(
2

S

)
+
{
ψ
(

2

R

)
− ψ

(
2

S

)}2

+ (R − S)
{
ψ
(

2

R

)
− ψ

(
2

S

)}]
− RS

)
;

ιµp =
q

pW 3
; ιµq = − 2

W 3
;

ισp =
1

p

[
1 +

q

W 3

{
ψ
(

2

R

)
− ψ

(
2

S

)}]
;

ισq = − 2

W 3

{
ψ
(

2

R

)
− ψ

(
2

S

)}
;

ιpp =
4

R4

(
1 +

R

W 2

)2

ψ′
(

2

R

)
+

4

S4

(
1 +

S

W 2

)2

ψ′
(

2

S

)
− 4

p4
ψ′
(

2

p

)
;

ιpq =
4

R2W 3

(
1 +

R

W 2

)
ψ′
(

2

R

)
− 4

S2W 3

(
1 +

S

W 2

)
ψ′
(

2

S

)
;

ιqq =
4

W 6

{
ψ′
(

2

R

)
+ ψ′

(
2

S

)}
.

Here, in standard notation, ψ, the digamma function, and ψ′, the trigamma
function, are the first and second derivatives of the log gamma function.

Let ‘hats’ over parameters denote their ML estimates in the usual way.
What is not noted in Prentice’s (1975) paper is that his information matrix,
corresponding to the a, b parametrization, results in very high correlations
between all pairs of parameter estimates except those involving µ̂. (When
a = b or q = 0, µ̂ is asymptotically independent of the other parameter es-
timates, a consequence of the symmetry of the distribution.) For example,
the minimum asymptotic correlation between â and b̂ over a wide range of
parameter values is about 0.88. This, happily, is ‘cured’ by the reparameter-
ization to p and q: the asymptotic correlation between p̂ and q̂ is plotted in
Figure N.3.1.

* * * Figure N.3.1 about here * * *

The minimum asymptotic correlations between σ̂ and each of â, b̂ and
p̂ are also almost 0.9. Note that this indistinguishability between the scale
parameter σ and at least one of the ‘shape’ parameters is not ‘cured’ by
reparametrization. This is because the exponential tails of the log F distri-
bution (Section 2.3) make each of a, b and p = 2/(a + b) themselves act as
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scale parameters: a and b are left- and right-scales, p some form of overall
scale. Therefore, the pairs a and b and p and q correspond to scale and
skewness parameters rather than the tail-weight/kurtosis and skewness pa-
rameters that might have been imagined, p and q the more directly so. This
is why I have thus far been careful to use the term tail-length, by which I ac-
tually mean a scale effect, rather than tail-weight, which might, for instance,
correspond to power tails. This redundancy of the scale parameter is not
a property of all order statistic distributions. If such have power tails, the
powers in left- and right-tails are controlled by a and b and there remains a
role for a separate scale parameter. Here, however, σ is essentially unidenti-
fiable from data and can be dropped from the model (set to 1), as is done in
fitting the three-parameter log F distribution in the following section.

It is interesting to think about this a little further in the symmetric
case. Are (unscaled) Type III generalized logistic distributions (Chapter
9) essentially equivalent to scaled (ordinary) logistic distributions and hence
redundant? My answer is ‘yes’ in the sense of maximum likelihood estimation
but ‘no’ more generally. Comparing densities, tails of Type III generalized
logistics and scaled logistics can be made to correspond extremely closely:
set a = b = σ in unscaled log F to match the e−σ|x| tail behaviour of the
scaled logistic. However, there are clearly visible differences between the
main bodies of the distributions. ML estimation is, however, strongly driven
by tail behaviour in the sense that

∫
g log(fθ/g) ∼ −(1/2)

∫
(1/g)(g−fθ)

2 for
‘true’ density g close to parametric family fθ, and hence cannot distinguish
between the two. Other estimation methods might see the differences more
readily. By setting σ = 1 in the log F distribution, I will, implicitly, be using
unscaled Type III generalized logistics as the symmetric special case in the
next section rather than scaled logistics.

N.4 EXAMPLES

N.4.1 A One-Sample Example

A simple one-sample example, with n = 49, uses (100 times) the daily
price returns of Abbey National shares in a period in the summer of 1991,
taken from Buckle (1995, Table 1). Maximum likelihood fitting of the three-
parameter log F distribution resulted in µ̂ = 1.927, p̂ = 0.311, q̂ = 0.673
and a maximized log-likelihood of −78.489. Fitting the Type III generalized
logistic submodel with p = q resulted in twice the log-likelihood difference of
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4.762 corresponding to a P -value of 0.029 according to its asymptotic χ2
1 sam-

pling distribution. The 95% confidence interval for q based on the observed
information in the three-parameter case is (−0.027, 1.373). The necessity of
skewness in the model is actually only marginally supported in this case,
although â = 1.129, b̂ = 5.312, and these correspond to a longer left- than
right-hand tail.

* * * Figure N.4.1 about here * * *

Goodness-of-fit of the three-parameter log F model is graphically con-
firmed by Figure N.4.1 where the parametric fitted density (solid line) can
be compared with a kernel density estimate (dashed line) using a normal
rule-of-thumb bandwidth (e.g. Wand and Jones, 1995, Section 3.2.1). Also
see Buckle’s (1995) Figure 6 for a histogram and a similarly fitting, if more
complex, stable density. The sample size here is too small to expect to be
able to distinguish empirically between well fitting skew (or even symmetric?)
distributions.

N.4.2 A Regression Example

In this section, I briefly consider the Scottish hill-race data, provided by G.
Cohen and first presented in Atkinson (1986), including the important tran-
scription correction noted by Atkinson (1988). The datapoints correspond to
hill-races and the response is the record time (Y ) for that race as of 1984 (the
nonnegative nature of these data is not taken into account in the modelling
here). The two explanatory variables are each race’s distance (X1) and total
climb (X2). Maximum likelihood fitting of a linear regression model (for the
location parameter µ) with log F errors results in p̂ = 3.140 and q̂ = −1.844
(corresponding to â = 0.507, b̂ = 0.130) and regression equation

µ̂ = −13.014 + 6.814X1 + 0.007X2. (N.4.1)

The maximized likelihood takes value −116.303. The full model with
skewness, heavy tails and both explanatory variables is required since the
maximized likelihood when a = b (q = 0) is −119.786, twice the log-likelihood
difference yielding a P -value of 0.008 when compared with a χ2

1 distribution.
(Notice that the tails of the log F distribution are heavier here than in the
previous example and the difference between them results in more consider-
able and more significant skewness.) The maximized likelihoods when either
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distance or climb are omitted are each very much smaller. The maximized
likelihood for linear regression with normal errors — analogous to our a = b
fit but with lighter tails — is just −124.209. The regression equation fit-
ted by least squares is −12.941 + 6.345X1 + 0.012X2. The more robust, log
F , fit therefore has only a small (multiplicative) impact on the regression
coefficient for distance but a more considerable (multiplicative) impact on
the regression coefficient for climb. The mean of the log F distribution with
â = 0.507, b̂ = 0.130 is ψ(â)−ψ(b̂) = 6.15, and this value should be added to
(N.4.1) if a regression model for the mean is insisted upon (the similarity be-
tween the intercepts in (N.4.1) and the normal regression model is therefore
accidental). However, with skewed models, other location functions might
better be modelled, e.g. the log F mode is log(â/b̂) = 1.36 which can be
added to (N.4.1) for modal regression.

This kind of simple likelihood analysis using a model with skewness and
(fairly) heavy tails seems, to me, to be more attractive and at least as defen-
sible as the focus on diagnostics and individual ‘outlying’ points and rather
ad hoc robust regression estimators (see also e.g. Staudte and Sheather, 1990,
Section 7.6.2) to which this dataset has previously been subjected. However,
this claim may be largely a matter of statistical taste. Again, too, one should
be wary of over-analysis of these data, given the small sample size.

N.5 A MULTIVARIATE LOG F DISTRIBUTION

This is not the place to explore multivariate log F distributions in general,
but there is one that must be included because of its intimate links with
logistic order statistics. The usual result for the joint density of a collection
of k order statistics from a sample of size n ≥ k from the distribution with
density f can be extended to real (non-integer) parameters in the following
natural way:

ga1,...,ak+1
(x1, . . . , xk) =

Γ(a1 + · · ·+ ak+1)∏k+1
j=1 Γ(aj)




k∏
j=1

f(xj)




k+1∏
�=1

{F (x�) − F (x�−1)}a�−1

(N.5.1)
(Jones and Larsen, 2004) where x0 ≡ −∞, xk+1 ≡ ∞. There are actu-
ally k + 1 real positive parameters a1, . . . , ak+1 > 0 associated with this
k-dimensional distribution. The idea now, of course, is to utilize such distri-
butions empirically, for data which is ordered, −∞ < x1 < · · · < xk < ∞,
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but which is not otherwise directly related to any i.i.d. order statistics inter-
pretation.

As in the univariate case, many properties of this multivariate distribution
can be extrapolated from properties of joint distributions of order statistics.
An example is that the ith univariate marginal of (N.5.1) is (N.1.3) with
a = a1 + · · · + ai, b = ai+1 + · · · + ak+1. This is because, if (N.5.1) is based
on the i1 < · · · < ik’th order statistics from a sample of size n, then a1

corresponds to i1, a� corresponds to i� − i�−1, � = 2, . . . k, and ak+1 to n+1−
ik. For other such properties, including links to the Dirichlet distribution,
conditional distributions and limiting distributions, see Jones and Larsen
(2004).

In the bivariate case with f = f ∗, F = F ∗, (N.5.1) reduces to the bivariate
log F distribution with the following density:

ga1,a2,a3(x1, x2) =
Γ(a1 + a2 + a3)

Γ(a1)Γ(a2)Γ(a3)

e−x1e−a3x2(e−x1 − e−x2)a2−1

(1 + e−x1)a1+a2(1 + e−x2)a2+a3
, (N.5.2)

−∞ < x1 < x2 < ∞. Jones and Larsen (2004) fitted this model — with
suitable location and scale parameters (although perhaps overparametrized
because the conflict between scale and ‘shape’ parameters was not addressed)
— to a dataset (n = 95; Jolliffe and Hope, 1996) on maximum and minimum
daily temperatures in March in a location in the U.K. Jones and Larsen
argued in favour of a limiting submodel of (N.5.2) corresponding to a1 = ∞,
a2 = a3 = 4. It is the joint distribution of {− log G1, − log(G1 + G2)} where
G1 and G2 are independent Gamma(4, 1) variables and, in canonical form,
has density (1/36)e−x1−4x2e−e−x1 (e−x1 − e−x2)3, −∞ < x1 < x2 < ∞. See
Figure N.5.1 for the fitted model superimposed on the data.

* * * Figure N.5.1 about here * * *

N.6 CLOSING REMARKS

Two main themes have run through this chapter and a third has emerged
as the chapter progressed. The first was that of generalized distributions of
order statistics as families of (skew and symmetric) distributions generated
by an initial simple (symmetric) distribution. This has been explored in
Jones (2004) where I express my preference for two particular cases: the log
F (generated by the logistic) as a family with exponential tails and the Jones
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and Faddy (2003) skew t distribution (generated by the t distribution on 2
d.f.) as a family with power tails. Of course, many other special cases can
also be considered, and several have been.

The second main theme of the chapter has been an attempt at the re-
habilitation of the log F distribution as a useful empirical model for data.
In this, I join Brown, Spears and Levy (2002). The distribution’s history
is long: it first appears as the Z distribution in the works of R.A. Fisher
e.g. Fisher (1924); important ‘early’ papers include Aroian (1941), Prentice
(1975) and Barndorff-Nielsen, Kent and Sørensen (1982). But its history is
checkered, in two senses. First, it has often been rediscovered and/or work
on it repeated oblivious to earlier work; this has been exacerbated, no doubt,
by the plethora of names for it (log F , Z, generalized logistic, generalized F )
and, perhaps, by the relative ‘independence’ of work on order statistics from
the logistic distribution, despite Birnbaum and Dudman (1963). Second, it
has shared the fate of some normal-related sampling distributions (t and F )
of not, until recently, being considered useful for empirical modelling. For ex-
ample, Johnson et al. (1994, Chapter 27) mention the log F only as a means
of producing better approximations for properties of the F distribution itself.

But there is an empirical niche for the log F distribution and it is the one
currently occupied by the asymmetric Laplace distribution (Kotz, Kozub-
owski and Podgórski, 2001, Chapter 3). The two distributions are both com-
plementary and competing. The emergent, third, theme of this chapter, that
the log F is, for practical purposes, a three-parameter distribution, matches
up well with the three-parameter nature of the asymmetric Laplace distribu-
tion: each has a location parameter and separate scale parameters controlling
the exponential decay of their left- and right-hand tails. Personally, I find
the non-smooth nature of Laplace distributions at their mode both unattrac-
tive and (often) difficult to match with empirical distributions, features that
the smoother log F distribution overcomes without being much more com-
plicated. A further competitor with separately scaled exponential tails is the
hyperbolic distribution, e.g. Barndorff-Nielsen and Blaesild (1981).
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Fig. N.1.1. The logistic density (dashed line) and its ith order statistic
densities, i = 1, ..., n, going from left to right (solid lines) for n = 25.
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Fig. N.3.1. Asymptotic correlation between p̂ and q̂, plotted as a function
of log10(p) and q.
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Fig. N.4.1. Fitted log F (solid line) and kernel (dashed line) densities for
Buckle’s daily share price return data.
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Fig. N.5.1. Jolliffe and Hope’s (1996) minimum and maximum temperature
data (crosses) and fitted (limiting) bivariate log F distribution.
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