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Abstract

In this paper, a new approach to independent component analysis (ICA) for

three-way data is considered. The rotational freedom of the three-mode component

analysis (Tucker3) model is exploited to implement ICA in one mode of the data.

The performance of the proposed approach is evaluated by means of numerical ex-

periments. An illustration with real data from atmospheric science is presented,

where the first mode is spatial location, the second is time and the third is a set of

different meteorological variables representing geopotential heights at various ver-

tical pressure levels. The results show that the three-mode decomposition finds

spatial patterns of climate anomalies which can be interpreted in a meteorological

sense and as such gives an insightful low-dimensional representation of the data.
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1 Setting the scene

Principal component analysis (PCA) (e.g., Jolliffe 2002) is probably the most popular

multivariate technique for reducing the dimensionality of a data set. The method of PCA

finds a linear orthogonal transformation of the original variables to new uncorrelated vari-

ables, called principal components, such that the first few of them account for as much as

possible of the total sample variance. Recently, independent component analysis (ICA)

(e.g., Hyvärinen et al. 2001) has emerged as a strong competitor to PCA as an exploratory

tool for data analysis (Hastie et al. 2009). Whereas PCA only decorrelates the data, ICA

looks for components that are mutually independent and non-normal. This is achieved by

optimizing criteria that involve measures of departure from normality and/or dependence,

such as e.g. higher-order cumulants (Hyvärinen et al. 2001).

Statistical methods such as ICA and PCA are commonly used to analyze data matrices.

A data matrix can be considered as a two-way array, with the objects and variables form-

ing the two different ways. In some applications, it is necessary to extend this scheme

to multiway arrays. Three-way data emerge, for instance, in multivariate longitudinal

studies where I subjects are measured on J variables on K occasions. The three ways

pertain to three different sets of entities named ‘modes’ of the data.

Three-mode models are explicitly designed to handle such data. For a comprehensive sur-

vey of three-mode models and recent advances the reader is referred to Acar and Yener

(2009), Kroonenberg (2008) and the references therein. The most prominent three-mode

models are the three-mode factor analysis (Tucker3) model introduced by Tucker (1966)

and the PARAFAC/CANDECOMP (hereafter referred to as CP) model introduced inde-

pendently by Harshman (1970) and Carroll and Chang (1970).

Both models are supposed to be extensions of bilinear factor analysis (e.g., Mulaik 2010)

to trilinear data (Harshman 1970; Tucker 1966). The factor analysis model aims to explain

the interrelationships among a set of manifest variables by a smaller number of common

factors. To allow for some variation in each observed variable that remains unaccounted

for by the common factors, unique factors are introduced, each of which accounts for the

unique variance in its associated manifest variable. Since neither Tucker3 nor CP esti-
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mate unique factors or unique variances, both techniques are generally referred to in the

literature as three-mode component models (Kroonenberg 1983). Whereas the Tucker3

model suffers from rotational indeterminacy, the CP model has the attractive property of

being identified under fairly general conditions.

To provide a generalization of the standard two-way ICA to higher dimensions, Beckmann

and Smith (2005) and De Vos et al. (2007) combined the CP model and ICA. Indepen-

dence constraints are imposed on the components in one mode, whereas the data array

obeys the structure of a CP model. However, the CP model only allows that the com-

ponents in different modes interact factor-wise and that an equal number of components

are extracted in each mode. For some applications the CP model is too restrictive or the

uniqueness conditions are not satisfied. In such situations, the Tucker3 model offers a

useful alternative. The Tucker3 model allows for extraction of different numbers of com-

ponents in each of the three modes and any component in a certain mode is allowed to

interact with any component in the other two modes.

In this paper, a new approach to ICA for three-way data is presented. The rotational

freedom of the Tucker3 model is exploited to implement the ICA in one mode of the data.

Based on an initial Tucker3 solution, one of the component matrices is rotated towards

independence to achieve the ICA goal. The core is then counter-rotated to compensate

for this rotation of the scores.

Although three-way analysis has its roots in the psychometrics literature (Kroonenberg

2008), it has been adopted in other disciplines, such as for example in chemometrics or

signal processing (Cichocki et al. 2009; Varmuza and Filzmoser 2009). Three-mode data

also naturally arise in atmospheric science, where one mode is spatial location, a second is

time and a third is a set of different meteorological variables. However, the use of three-

mode component analysis in atmospheric science is quite rare (see Jolliffe (2002) and the

references therein). This is surprising since two-way PCA, known in atmospheric science

as empirical orthogonal function (EOF) analysis, is among the most widely used methods

for analyzing space-time meteorological data (Hannachi et al. 2007; Jolliffe 2002). Re-

garding the use of two-way ICA in atmospheric science, we are aware of the publications

by Aires et al. (2000, 2002), Basak et al. (2004), Fodor and Kamath (2003), Hannachi
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et al. (2009), Mori et al. (2006), Philippon et al. (2007) and Unkel et al. (2010).

In this paper, the new approach to ICA for three-way data is applied to study climate

anomalies over the Northern Hemisphere. The data cube concerned consist of measure-

ments of geopotential heights at I different times at J points on a grid at K vertical

pressure levels.

The present paper is organized as follows. The existing approaches combining ICA and

the CP model are reviewed in the next Section. In Section 3, an alternative approach to

ICA for analyzing three-way data is considered combining ICA and the Tucker3 model.

The performance of the new approach is evaluated by means of a small simulation study in

Section 4. An application to winter atmospheric pressure data from the National Center

for Environmental Prediction/National Center for Atmospheric Research (NCEP/NCAR)

reanalysis project is presented in Section 5. Finally, Section 6 concludes the paper by sum-

marizing the main findings.

2 Combining ICA and the CP model

Let a three-dimensional array X ∈ RI×J×K be defined as the collection of elements

{xijk| i, . . . , I; j = 1, . . . , J ; k = 1, . . . , K} which are placed in X such that the indices

i, j, and k run along the vertical, horizontal, and depth axes, respectively. A three-way

data array of order I × J × K is sometimes called a 3rd order ‘tensor’ in RI×J×K (e.g.,

Acar and Yener 2009). Each of the three sets of indices i, j and k designates one mode of

the data. Then, the three-mode CP model with R components is defined as (Carroll and

Chang 1970; Harshman 1970):

xijk =
R∑

r=1

airbjrckr + eijk (i = 1, . . . , I; j = 1, . . . , J ; k = 1, . . . , K) , (1)

where air, bjr and ckr denote the elements of the component matrices A ∈ RI×R, B ∈ RJ×R

and C ∈ RK×R, respectively, and eijk are the elements of the three-way error array

E ∈ RI×J×K .

Let ar ∈ RI×1, br ∈ RJ×1, and cr ∈ RK×1 denote the r-th columns of A, B and C,
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respectively. Then, the CP model (1) can be expressed in a concise form as follows:

X =
R∑

r=1

ar ◦ br ◦ cr + E (2)

⇔ vec(X) = (C| ⊗ |B| ⊗ |A)1R + vec(E) , (3)

where the symbol ◦ denotes the vector outer product, vec is the column stacking operator,

| ⊗ | denotes the column-wise Kronecker or Khatri-Rao matrix product and 1R denotes

a column vector of R ones. The expressions (2) and (3) display the symmetry of the CP

model. The term ar ◦ br ◦ cr in (2) is called a rank-1 array. The rank of the three-way

array X is defined as the minimum number of rank-1 arrays sufficient to fully decompose

X additively (Kiers 2000).

The aim of the CP model is to find matrices A,B and C which minimize the sum of

squares of the elements of the error array E. In this sense, the CP model tries to find

the best rank-R approximation to X. This can be done by means of an alternating

least squares (ALS) algorithm in which each component matrix is sequentially optimized,

keeping the other two component matrices fixed. For an overview and comparison of

several algorithms for fitting the CP model, the reader is referred to Tomasi and Bro

(2006).

The most attractive feature of the CP model is its uniqueness under the following (mild)

sufficient condition (Kruskal 1977):

rankk(A) + rankk(B) + rankk(C) ≥ 2R + 2 , (4)

where rankk(·) denotes the Kruskal rank or k-rank of a matrix. The k-rank of a matrix is

the maximal number r such that any set of r columns of the matrix is linearly independent.

By fixing the columns of two of the three component matrices to unit length, a CP solution

for A,B and C is unique up to sign and permutation ambiguities in the component

matrices if (4) holds.

Beckmann and Smith (2005) introduced the idea of combining the CP model and ICA for

analyzing three-way data. Let X ∈ Rn×p be the data matrix of p standardized observed

variables on n cases and consider the noisy ICA model in sample form (Hyvärinen et al.

2001):

X = AM> + U , (5)
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where A ∈ Rn×k is the matrix of non-normal independent component scores for the n

observations on the k (� p) latent components, M ∈ Rp×k is the mixing matrix with

rank(M) = k and U ∈ Rn×p is the matrix of noise. The aim of noisy ICA is to estimate

M and recover A. The method of Beckmann and Smith (2005) is a three-way extension

of the noisy ICA model (5) with the noise covariance matrix being proportional to the

identity matrix. The noisy ICA model with homoscedastic noise variance is called a

probabilistic ICA (pICA) model (Penny et al. 2001). Beckmann and Smith (2005) named

their method ‘tensor pICA’. In tensor pICA, it is assumed that X ∈ RI×J×K obeys the

structure of a CP model.

It will be convenient to write the CP model in matrix form. Let XA,EA ∈ RI×JK be

unfolded matrices formed by the K frontal ‘slices’ of X and E, respectively, and arranged

next to each other. Then, (3) can be rewritten as:

XA = A(C| ⊗ |B)> + EA . (6)

Since the CP model treats the parameter matrices in a symmetric way, matrix equations

similar to (6) for XB or XC can be formulated if X is sliced into I horizontal or J lateral

slices, respectively. Assume that the components in the first mode are independent, so

that the I × R matrix A contains the values for the independent components and the

mixing matrix M ∈ RJK×R equals C| ⊗ |B. Estimation of the tensor pICA model is done

by means of the following iterative algorithm (Beckmann and Smith 2005):

1. Ignore the structure of the mixing matrix in (6). Decompose the data XA ≈ AM>

into a compound mixing matrix M and an associated matrix A using an approach

for estimating the two-way pICA model (e.g., Stegeman 2007).

2. Decompose M such that M ≈ C| ⊗ |B. Map each column r (r = 1, . . . , R) of M

into a J ×K matrix Mr. The matrix Mr contains K scaled repetitions of a single

column of B. Perform an SVD on Mr which leads to the best rank-1 approximation

of Mr. Compute estimates of the r-th columns of C and B which are given by the

dominant left and right singular vector of Mr, respectively.

3. Go to step 1 if two successive estimates for (A,B,C) are not sufficiently alike and
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use C| ⊗ |B to perform another iteration in the decomposition of XA; else consider

the algorithm converged.

Note that in tensor pICA the three-way structure is imposed after the independent com-

ponents are obtained. Instead, De Vos et al. (2007) introduced ‘ICA-CP’ which imposes

the CP structure during the ICA computation. The standard ICA problem for two-way

data can be solved by diagonalizing the fourth-order cumulant tensor of the observed data

X in (5) (Hyvärinen et al. 2001). Using the fact that all higher-order cumulants of the

independent factors are diagonal tensors and that all higher-order cumulants greater than

two vanish for Gaussian distributed noise, the fourth-order cumulant tensor of X in (5)

has the following CP decomposition of rank k (De Lathauwer et al. 2000):

C
(4)
X =

k∑
r=1

κ4(r) mr ◦mr ◦mr ◦mr , (7)

where κ4(r) corresponds to the fourth-order cumulant of the r-th source or common factor

and mr denotes the r-th column of the mixing matrix M.

For data sets having a three-way structure according to model (6), De Vos et al. (2007)

proposed to solve the ICA problem by diagonalizing the fourth-order cumulant of XA in

(6). With a mixing matrix M = C| ⊗ |B, this fourth-order cumulant can be expressed as

an eighth-order tensor of rank R with the following CP structure:

C
(8)
XA

=
R∑

r=1

κ4(r)cr ◦ br ◦ cr ◦ br ◦ cr ◦ br ◦ cr ◦ br . (8)

For the computation of the CP decomposition (8), De Vos et al. (2007) proposed a si-

multaneous generalized Schur decomposition (e.g., Golub and Van Loan 1996) of a set of

matrices which is considered in De Lathauwer et al. (2004). Once estimates for C and

B and hence M have been obtained, the independent sources A can be estimated from

equation (6).

Both tensor pICA and ICA-CP impose a CP structure for the three-way array X to im-

plement the ICA in one mode of the data. In the next Section, an alternative approach

to ICA of three-way data is considered combining ICA and the Tucker3 model.
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3 Combining ICA and the Tucker3 model

3.1 Tucker3 model

The Tucker3 model (Tucker 1966) factorizes X = {xijk} ∈ RI×J×K such that for i =

1, . . . , I; j = 1, . . . , J ; k = 1, . . . , K:

xijk =
P∑

p=1

Q∑
q=1

R∑
r=1

aipbjqckrgpqr + eijk , (9)

where as before aip, bjq, and ckr denote the elements of the component matrices A ∈ RI×P ,

B ∈ RJ×Q and C ∈ RK×R, respectively. The gpqr are the elements of the three-way core

array G ∈ RP×Q×R which describe the interactions between the components in A,B and

C. The core G can be referred to as containing the weights of all possible triads. That

is, the core elements represent the importance of the respective factor combinations. The

largest squared elements of the core will indicate what the most important factors are in

the model of X.

In Tucker (1966) the component matrices A, B and C are not subject to almost any

constraints; they are required to be simply full column rank matrices. Both for computa-

tional and uniqueness purposes, Kroonenberg and De Leeuw (1980) describe the Tucker3

model in terms of column-wise orthonormal matrices A, B and C.

The Tucker3 model can be expressed in a concise form as follows:

X =
P∑

p=1

Q∑
q=1

R∑
r=1

gpqr (ap ◦ bq ◦ cr) + E (10)

⇔ vec(X) = (C⊗B⊗A)vec(G) + vec(E) , (11)

where ⊗ denotes the Kronecker matrix product. Expression (11) gives insight into the

role of the elements of the core as regression weights for the columns of (C⊗B⊗A). The

Tucker3 model in unfolded matrix form is:

XA = AGA(C⊗B)> + EA , (12)

where the unfolded core GA ∈ RP×QR is formed by the frontal slices of G. Because of the

symmetry of the Tucker3 model displayed by the expressions (10) and (11), (12) can also
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be formulated in terms of the two remaining unfoldings XB and XC .

The hierarchy between the Tucker3 and the CP model can be revealed by using for the

unfolded CP model (6) a notation equivalent to (12), namely

XA = AH(C⊗B)> + EA , (13)

where the matrix H is the R×R2 unfolded version of a unit superdiagonal array H, that

is, an array with hpqr = 1 if p = q = r, and hpqr = 0 otherwise.

Equation (13) shows that the CP model is a constrained version of Tucker3 in which

all cross-relations (multi-collinearities) between the components in different modes are

eliminated. In other words, the CP model assumes that the components in different

modes only interact factor-wise. Moreover, as a consequence of a superdiagonal core, an

equal number of components are extracted in each mode.

Hence, the CP model is considerably more restrictive than the Tucker3 model. However,

if this restriction is tenable, it implies that the CP has a unique solution under a fairly

general condition and the components found are to be interpreted without recourse to

rotation. By contrast, the Tucker3 model allows for extraction of different numbers of

factors in each of the three modes and any factor in a certain mode is allowed to interact

with any factor in the other two modes. The Tucker3 model has no unique solutions. This

is due to the full-core array structure G. Indeed, for any non-singular square matrices

T ∈ RP×P , Q ∈ RQ×Q, and P ∈ RR×R, one finds that (Kiers 1992):

XA = AGA(C> ⊗B>) + EA ,

= ATT−1GA

[
(CPP−1)> ⊗ (BQQ−1)>

]
+ EA ,

= (AT)T−1GA(P−1 ⊗Q−1)>
[
(CP)> ⊗ (BQ)>

]
+ EA ,

= ÂĜA(Ĉ
>
⊗ B̂

>
) + EA , (14)

where Â = AT, B̂ = BQ, Ĉ = CP, and ĜA = T−1GA(P−1 ⊗ Q−1)>. Equation (14)

shows that rotation of the factors leaves the fit of the model unchanged provided that

such transformations are compensated in the core array G. Hence, the Tucker3 model

suffers from rotational indeterminacy and the parameter matrices can only be determined

up to a rotation.
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The solutions of the Tucker3 model are usually difficult to interpret, due to the interac-

tions between the components given by G. To enhance the interpretability of the solution,

the rotational freedom can be exploited (see Kroonenberg 2008, Chapter 10).

In PCA and factor analysis, it is common to rotate the initial loading matrix to some

kind of ‘simple structure’ (e.g., Browne 2001), for example by optimizing the Varimax

criterion. In the context of the Tucker3 model, orthogonal and oblique transformations of

the component matrices A, B and C, or of the core, or both, towards a simple structure

can be considered. Simplicity of each of the component matrices can be optimized inde-

pendently. In a series of papers by Kiers (1992, 1997, 1998a,b), rotations of components,

rotations of the core array, and joint rotations of component matrices and the core are

discussed.

In the sequel, the rotational freedom of the Tucker3 model is exploited to implement ICA

in one mode of the data. That is, based on an initial Tucker3 solution, one of the compo-

nent matrices is rotated towards independence. To begin with, a Tucker3 solution needs

to be obtained.

3.2 ALS solution and rotation towards independence

To find estimates for the parameters in the Tucker3 model, consider minimizing the fol-

lowing loss function (Kroonenberg and De Leeuw 1980):

FK&DeL(A,B,C,G) = ||XA −AGA(C⊗B)>||2F , (15)

where ||Z||F =
√

trace(Z>Z) denotes the Frobenius matrix norm of Z and A, B and C

are column-wise orthonormal matrices. The loss function (15) can be also formulated in

terms of the two remaining unfoldings XB and XC by cyclically permuting the letters

that indicate the modes.

Kroonenberg and De Leeuw (1980) showed that for fixed A, B and C, the core GA which

minimizes (15) is uniquely defined as

GA = A>XA(C⊗B) . (16)
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Hence, the loss function (15) depends only upon A, B and C. Substituting (16), the loss

function (15) can be rewritten as

FK&DeL(A,B,C) = ||XA −AA>XA(CC> ⊗BB>)||2F . (17)

Kroonenberg and De Leeuw (1980) developed an ALS algorithm, the TUCKALS3 algo-

rithm, in which in each main iteration step, A, B and C are updated in turn, while keeping

the other two parameter matrices fixed. After all parameter matrices have been estimated

once, the main iterative step is repeated again and again until convergence. The iterative

procedure terminates if two successive estimates for (A,B,C) are sufficiently alike or if

the differences between successive iterations with respect to the loss function are below

some arbitrary small value. The loss function can be shown to converge in a monotone

fashion to at least a local optimum. Once estimates for the component matrices are found,

an estimate for the core matrix can be computed via (16).

Improvements of the original TUCKALS3 algorithm which led to a reduction in compu-

tational load are provided by Kroonenberg et al. (1989) and Kiers et al. (1992).

Assume that independence constraints are imposed on the components of the first mode.

Finding orthonormal estimates Â, B̂, Ĉ and a core ĜA is an ALS problem. To implement

ICA in the A-mode of the data, one needs to go one step further. The component scores

A should be independent. For this reason Â is rotated towards independence, that is,

Ã = ÂT for some orthogonal P × P matrix T.

To find the matrix T that leads to approximately independent component scores Ã, one

needs an appropriate rotation criterion and optimization algorithm. The following rota-

tion criterion is one of a number of ICA criteria available (e.g., Hyvärinen et al. 2001).

Let V be an arbitrary orthogonal k × k matrix and consider minimizing the following

rotation criterion (Jennrich and Trendafilov 2005):

F(V) = trace
(
S(S� (1k1

>
k − Ik))

)
, (18)

where Ik denotes an identity matrix of dimension k, � denotes the element-wise (Hadamard)

matrix product and

S =
1

n− 1
(F� F)

>
(In − n−11n1

>
n )(F� F) (19)
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is the sample covariance matrix between the element-wise squares of F = ÂV. The aim is

to minimize the sum of the squared off-diagonal elements of S over all orthogonal matrices

V or, equivalently, over all orthogonal rotations V of Â.

The gradient projection algorithm for orthogonal rotation proposed by Jennrich (2001) is

used to find the T that minimizes F . This algorithm keeps the solution path towards the

optimum along the steepest descent direction and ‘moves’ on the feasible set of orthogonal

matrices, O(k), simultaneously. The algorithm proceeds iteratively, is strictly descending

and converges from any starting point to a stationary point. At a stationary point of F

restricted to O(k), the gradient after projection onto the plane tangent to O(k) at the

current value of V is zero. The algorithm stops when the Frobenius norm of the projected

gradient is less than some prescribed precision, say 10−5.

In fact, any of the standard ICA criteria and algorithms such as FastICA or JADE can

be used to achieve the ICA goal (e.g., Hyvärinen et al. 2001).

Once the optimal rotation matrix has been found, the core has to be rotated as well

to maintain the least squares fit of the model. Summarizing, the proposed method to

implement the ICA for data sets having a three-way structure is as follows:

1. Set up the number of components in each mode [P, Q,R], prescribed or using a

model-selection procedure (e.g., Timmerman and Kiers 2000).

2. Obtain estimates Â, B̂ and Ĉ solving (15) by means of an ALS algorithm.

3. Compute ĜA via (16).

4. Find an orthogonal matrix T that optimizes the criterion (18).

5. Calculate approximately independent components in the first mode as Ã = ÂT.

6. Obtain a counter-rotated core by G̃A = T>ĜA.

To enhance interpretation of the solution, one may also rotate B or C, or both, towards

simplicity provided that the inverse transformation is applied to the core.



12

4 Simulation experiment

The performance of the proposed approach to ICA for three-mode data, referred to as

Tucker3-ICA hereafter, shall be evaluated by means of a simulation study. A matricized

version XA of a three-way array X ∈ RI×J×K with known model structure

XA = AGA(C> ⊗B>) + EA (20)

and independent components in the first mode is constructed as follows. The dimensions

a1, a2 and a3 of the 27 observations in Table 1 (Jennrich and Trendafilov 2005) are

independent and hence well-suited for an ICA analysis.

* * * Table 1 about here * * *

The three dimensions a1, a2 and a3 constitute the column vectors of the true component

matrix A ∈ R27×3 and hence the factors the proposed approach aims to recover. The

entries of the other two modes (in B ∈ R20×3 and C ∈ R50×3) are drawn randomly from

a standard normal distribution.

The performance of the algorithm is investigated with respect to different degrees of multi-

collinearity in the core and various levels of additive observational noise. The elements of

the unfolded core, GA ∈ R3×9, are drawn randomly from the uniform distribution on the

interval [0, 1] in the ‘low’ multi-collinearity case, and from the uniform distribution on the

interval [0.5, 1.5] in the ‘high’ multi-collinearity case.

The values of EA were drawn randomly from a zero-mean normal distribution with noise

variances σ2
N = 1, . . . , 20. Furthermore, two more conditions are added to the analysis to

provide ‘zero-point’ references, namely the case of a unit superdiagonal core and the case

of complete absence of noise.

To eliminate unwanted differences in level and scale, all elements xijk (i = 1, . . . , I; j =

1, . . . , J ; k = 1, . . . , K) in XA are preprocessed by centring across the entries of the A-

mode and normalizing within the B-mode, that is,

xijk ←
xijk − x.jk√∑I

i=1

∑K
k=1(xijk − x.jk)2

, (21)
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where the subscript dot is used to indicate the mean across i = 1, . . . , I. Preprocessing

by (21) centres all vertical ‘fibers’ by subtracting the fiber means and normalizes the

complete lateral slices by dividing by the square root of the sum of squares in each slice

(Kroonenberg 2008, Chapter 6).

To obtain an initial Tucker3 solution, the MATLAB (The MathWorks 2008) N -way tool-

box version 3.0 of Andersson and Bro (2000) is used. The procedure described above is

then used to implement Tucker3-ICA. Monte-Carlo simulations are conducted consisting

of 500 replications. The MATLAB code for running the simulation study is available upon

request. The performance of the proposed approach is evaluated by means of the normal-

ized Frobenius norm of the difference between the true (standardized) source matrix A

and the recovered (estimated) matrix Ã:

E =
||A− Ã||F
||A||F

.

Figure 1 displays the mean value of E against noise levels σ2
N = 1, . . . , 20 for Tucker3-ICA

and three different cores.

* * * Figure 1 about here * * *

With respect to robustness against additive Gaussian noise, Tucker3-ICA performs best

if the components in the three modes are only allowed to interact factor-wise. However,

Figure 1 reveals that the proposed method is also quite robust in the cases of correlated

cores. The gap in performance between the unit superdiagonal core solution and the two

multi-collinear cases increases with increasing noise level. Irrespective of the core, A is

recovered accurately in the case of complete absence of noise.

For the case of a superdiagonal core, Tucker3-ICA performed similar to the methods tensor

pICA of Beckmann and Smith (2005) and ICA-CP of De Vos et al. (2007) both of which

impose independence constraints in the CP model (results are not shown). However, recall

that, in contrast to tensor pICA and ICA-CP, Tucker-3 ICA also allows for cross-relations

between the components and that an unequal number of components are extracted in

each mode.

The effect of varying the sizes of the data array and the core has also been studied. Box-

and-Whisker plots in Figure 2 show the distributions of the mean value of E assuming a
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uniform [0.5, 1.5] core for two sizes of the data array (I, J, K) and three combination of

number of components [P, Q,R].

* * * Figure 2 about here * * *

Results indicate that if more components are extracted in the second and third mode, the

overall fit of the model is improved. The median of the mean level of E decreases with

increasing the size of the core. Another feature is that the quality of fit decreases if the

number of entries in the second and third mode, J and K, are reduced.

5 Application to atmospheric science data

Climate is a natural system that is characterized by complex and high-dimensional phe-

nomena. To improve understanding of the physical behaviour of the system, it is often

useful to reduce the dimensionality of the data. This requires the development and use

of statistical techniques in atmospheric science for describing patterns of meteorological

variables over a large spatial area in low-dimensional space.

In this Section, the proposed three-way decomposition model is applied to climate data

from the NCEP/NCAR. The data set consists of winter geopotential heights over the

Northern Hemisphere north of 20oN measured at the following K = 17 vertical pressure

levels: 1000, 925, 850, 700, 600, 500, 400, 300, 250, 200, 150, 100, 70, 50, 30, 20, and 10

mbar. The winter season is conventionally defined by the months November, December,

January, February and March. The data set spans the period 1949 to 2009. Each of the

J = 61 yearly observations represents the average of the corresponding winter season.

The winter season includes the months November and December from the previous year

and the months January - March from the current year. The data are available on a

regular grid with a 2.5olatitude × 2.5olongitude resolution (I = 29 × 144 = 4176 spatial

locations). That is, the data cube concerned has size (I, J, K) = (4176, 61, 17) in which

the first mode is spatial location (grid points), the second is the length of the record (time)

and the third is the set of different geopotential height variables.

Prior to the analysis the original monthly data were preprocessed as follows. First, the
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mean annual cycle was calculated by averaging the winter monthly data over the years.

Anomalies were then computed as departures from the mean annual cycle. To account

for the converging longitudes poleward, an area weighting was then performed by mul-

tiplying each grid point by the square root of the cosine of the corresponding latitude.

These weighted geopotential height anomalies are the data to which method were applied

to obtain the yearly observations. The data cube was finally centered across the entries

in the A-mode and normalized within the B-mode.

As a crucial step in a three-way analysis one has to balance fit and parsimony to choose

the numbers of components. The dimensionality selection procedure proposed by Tim-

merman and Kiers (2000), an analogue to Cattell’s scree plot for two-mode component

analysis, was used to select a P = 5, Q = 6, R = 5 solution (fit = 81.04%) (see also Kiers

and Der Kinderen 2003).

To avoid the chance of mistaking a locally optimal solution for a globally optimal one,

the algorithm to obtain the initial Tucker3 solution was run several times with different

random starts. Numerical experiments revealed that the algorithm converges to the same

minimum of the loss function, up to two decimal places.

Based on this initial Tucker3 solution, the Tucker3-ICA procedure described in Section

3.2 is applied to rotate the component scores of B̂ towards independence, that is, to get

B̃ = B̂T. This implements the ICA in the second mode of the data. For atmospheric

pressure data, such kind of rotation that minimizes the dependence between the compo-

nents in the time mode has been justified in two-way analysis for example by Hannachi

et al. (2009) and Mori et al. (2006) to find leading patterns of natural climate variability

over the Northern Hemisphere.

The columns b̃1, b̃2, . . . , b̃6 of B̃ are the rotated component scores and estimates of

the standardized form of the six components b1, . . . ,b6. Table 2 shows the covari-

ances/correlations between the element-wise squares of bq (q = 1, . . . , 6).

* * * Table 2 about here * * *

In Table 2, the off-diagonal elements of the correlation matrix for the element-wise squares

of b̃1, b̃2, . . . , b̃6 are all below 0.000017. With a convergence criterion of ε = 10−5, the

gradient projection algorithm converged after 694 iterations to a stationary point and the
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value F at the minimum is 8.29 × 10−10. It is worth mentioning that the ICA criterion

(18) is able to produce a global minimum when started from an identity matrix. One

hundred orthogonal random starts for the initialization of T never performed better than

an identity start. According to Table 2, the rotated component scores are quite inde-

pendent. Of course, small values for correlations between squares of the components are

a necessary but not a sufficient condition for independence. Therefore, two other pop-

ular ICA criteria, namely FastICA and the JADE algorithm were also tried (Hyvärinen

et al. 2001). Both methods use different criteria to derive approximately independent

factor scores. FastICA is a Newton-type algorithm for optimizing a single non-quadratic

smooth function (e.g. g(x) = log cosh x), such that the expectations of this function yield

a robust approximation to the information-theoretic measure of negentropy. The JADE

algorithm performs simultaneous diagonalization of a set of 4th-order cumulant matrices

using Givens rotations. Results obtained using these were quite similar to the ones pre-

sented here.

By means of the A-mode component matrix, the three-way decomposition model pro-

vides a method of describing spatial patterns of winter atmospheric pressures. For each

component, there is a loading for each variable, and because variables are gridpoints it

is possible to plot each loading on a map at its corresponding gridpoint, and then draw

contours through geographical locations having the same coefficient values. Compared to

a component matrix with 4176 loadings for each factor, this spatial map representation

introduced by Maryon (1979) greatly aids interpretation, as is illustrated in Figure 3.

* * * Figure 3 about here * * *

These plots give the maps of loadings, arbitrarily renormalized to give ‘round numbers’ on

the contours, for five extracted components in the first mode applied to the geopotential

heights data. To enhance interpretation of the results, the initial loadings were rotated

orthogonally towards simplicity by optimizing the Varimax criterion (Browne 2001; Jen-

nrich 2001). Each of the plots (i) to (v) represents one column of the 4176 × 5 rotated

component matrix. Winter seasons having large positive scores for the components will

tend to have high geopotential height values where loadings on the map are positive, and

low geopotential height values at gridpoints where the coefficients are negative. The re-
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sults reported are the ‘best’ obtained after twenty random starts.

The first rotated pattern (i) shows a large scale dipole with centres located over Scan-

dinavia and the Aleutian, respectively. This pattern is very similar to one of the major

modes of variability of geopotential heights in the stratosphere at around 10 mbar level,

i.e. around 18 km above sea level. The stratosphere is the layer of the atmosphere that

is above the troposphere and is situated about 10-50 km height. The polar winter strato-

sphere is composed in general of a layer of coherent cold air with strong westerly flow.

This coherent structure gets disturbed and breaks down from time to time yielding a

reversal in the zonal wind and an increase in polar temperature north of about 60oN. This

phenomenon is known as sudden stratospheric warming (O’Neill 2003). When this hap-

pens the polar vortex breaks and are either split or are displaced. The obtained pattern

is an expression of this stratospheric warming.

The second pattern (ii) represents the Scandinavian pattern, a wave train emanating

from the North Atlantic crossing the British Isles through to Scandinavia and Eastern

Russia/Western Mongolia. The main centre of action is located over Scandinavia. The

positive phase of the Scandinavian pattern is in general associated with positive geopo-

tential height anomalies over Scandinavia and Western Russia. This yields in turn below-

average rainfall over Scandinavia.

The third pattern (iii) shows a major centre over Siberia. This represents the Siberian

high known also as the Siberian anticyclone (Panagiotopoulos et al. 2005). The Siberian

high forms in the winter as a result of the very cold conditions in Siberia and the rest of

the Asian continent and is enhanced by the surrounding mountains preventing the cold air

from flowing away. This pattern is prominent in the sea level pressure (Panagiotopoulos

et al. 2005) and the low level geopotential heights (Hannachi 2007). The Siberian high

is associated with the winter monsoon resulting from the Northern offshore wind to the

east.

The fourth spatial pattern (iv) shows a flow with centre of action located over Hudson Bay

and Eastern Canada. Such a pattern has not been documented in the literature, and we

think it is associated with the variability of the low pressure system over Eastern Canada

that we label Hudson Low pattern. The polar jet stream, a strong westerly air current



18

separating the cold polar air from the subtropical warm air in the upper troposphere,

crossing Canada deflects north first by the Rocky Mountains then dips south in the lee of

these mountains and then back into the north east as the jet exits the North American

continent. This forms a semi-permanent low pressure over Eastern Canada and Hudson

Bay that extends eastward to join the Icelandic low. The monthly and inter-annual vari-

ability of this low pressure system yields the obtained pattern.

The last pattern (v) represents the well known North Atlantic Oscillation (NAO). It is a

seesaw in the air mass between Iceland and the Azores. It is a mode of variability that

is explained by the variation and shifting of the mid-latitude jet stream, which is a belt

of strong westerly wind going around the globe and separates the polar cold air from the

subtropical warm air. The NAO pattern is most prominent in the sea level pressure field

and also in the geopotential height field in the mid-troposphere near 500 mbar, at around

5 km height. A positive phase of the NAO is associated with strong westerlies, wet and

windy in Northern Europe and dry conditions in the Mediterranean. The negative phase

is associated with the opposite anomalies (Hurrell et al. 2003).

The five rotated spatial patterns are representatives of the whole depth of the atmosphere.

The three-way decomposition model can therefore discriminate between the different ver-

tical levels and successfully identifies known and relevant patterns of climate variation

that characterize the climate at the different vertical levels. The first pattern character-

izes the stratospheric warming and the second and fifth patterns clearly pick up the the

main modes of variability in the mid-troposphere. The third pattern characterizes the

bottom part or the boundary layer of the atmosphere whereas the fourth one represents

the top of the troposphere.

6 Discussion

This paper provides an extension of common two-way ICA to data sets having a third

mode. The ICA was implemented by exploiting the rotational ambiguity of the Tucker3

model. After obtaining an initial Tucker3 solution, one of the component matrices is

rotated orthogonally towards independence to implement ICA in one mode of the data.
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The rotation towards independence in one mode is combined with rotation-to-simplicity

methods to enhance interpretation of the remaining component matrices.

Obtaining rotation of the component matrices may spoil the simplicity and hence the

interpretation of the core. Although simplicity of each of the component matrices is op-

timized independently, for the core to be simple one has to strike compromises between

simplicity of the core and of the component matrices. The desired simplicity of each of

the component matrices and of the core may differ between situations.

In the conducted numerical experiments Tucker3-ICA is shown to be quite robust against

normally distributed noise. However, as indispensable stages in a complete three-way

analysis process, one should carry out a more detailed study of model fit and the residuals

in practice. This not only includes a careful choice of the number of components for each

mode but also the choice between different models, e.g. between a Tucker3 and a Tucker2

model (Kroonenberg 2005; Kroonenberg and De Leeuw 1980).

The proposed approach is applied to atmospheric science data to study climate anoma-

lies over the Northern Hemisphere. It is shown that the the three-way decomposition is

able to identify physically interpretable spatial patterns and as such gives an insightful

low-dimensional representation of the data. The presented methodology is a variant of

extended EOF analysis (Jolliffe 2002) in climate research. Here, the different meteoro-

logical variables replace different time lags used in extended EOF analysis. Hence, the

temporal correlation in the data is no longer taken into account.

The empirical application was chosen as one illustration of the usefulness of Tucker3-ICA.

The implementation of ICA in one mode is justified by the underlying physics of the

process. The methodology presented is more generally applicable than just for climate

data, though. The method of ICA is a rapidly evolving method that is currently finding

applications in various other disciplines, such as e.g. microarray genomic analysis or in

biomedical research. If the available data has a three-way structure the proposed approach

may be applicable. Finally, the three-way methodology presented in this paper can easily

be extended to higher dimensions to obtain an higher-way version of Tucker3-ICA.
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Table 1: Collection of 27 observations whose dimensions a1, a2, and a3 are independent.

i = 1, . . . , 9 a1 a2 a3 i = 10, . . . , 18 a1 a2 a3 i = 19, . . . , 27 a1 a2 a3

1 3 2 1 10 4 3 3 19 5 4 2

2 3 2 2 11 4 4 1 20 5 4 3

3 3 3 1 12 4 4 2 21 3 4 1

4 3 3 2 13 4 4 3 22 3 4 2

5 3 3 3 14 5 2 1 23 3 4 3

6 4 2 1 15 5 2 2 24 3 2 3

7 4 2 2 16 5 3 2 25 4 2 3

8 4 3 1 17 5 3 3 26 5 3 1

9 4 3 2 18 5 4 1 27 5 2 3
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Table 2: Covariances (diagonal and above) and correlations (below diagonal) between the

element-wise squares of b̃1, b̃2, . . . , b̃6. The signs have been omitted.

2.476012 .000006 .000004 .000004 .000004 .000019

.000002 3.298133 .000002 .000000 .000002 .000005

.000001 .000000 2.955993 .000003 .000002 .000002

.000002 .000000 .000001 1.622017 .000005 .000001

.000002 .000001 .000001 .000003 1.442412 .000017

.000014 .000003 .000001 .000001 .000016 .770785
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Figure 3: Varimax rotated spatial patterns for geopotential height data (P = 5). The

loadings have been multiplied by 100.
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