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Summary

Case-crossover methods are widely used for analysing data on the association

between health events and environmental exposures. In recent years, several

approaches to choosing referent periods have been suggested, with much dis-

cussion of two types of bias: bias due to temporal trends, and overlap bias. In

the present paper we revisit the case-crossover method, focusing on its origin

in the case-control paradigm, in order to throw new light on these biases. We

emphasize the distinction between methods based on case-control logic (such as

the symmetric bi-directional method), for which overlap bias is a consequence of

non-exchangeability of the exposure series, and methods based on cohort logic

(such as the time-stratified method), for which overlap bias does not arise. We

show by example that the time-stratified method may suffer severe bias from

residual seasonality. This method can be extended to control for seasonality.

However, time series regression is more flexible than case-crossover methods for

the analysis of data on shared environmental exposures. We conclude that time

series regression ought to be adopted as the method of choice in such applica-

tions.
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1 Introduction

The case-crossover method was first developed by Maclure (1991), as a version

of the case-control design in which referents are sampled from the case’s own

history. This has the dual advantage of simplifying control selection, and also

ensuring that cases and controls are perfectly matched on potential confounders.

The case-crossover method has been used to good effect in many contexts, for

example to quantify risks of cardiovascular disease associated with a variety of

exposures. Several versions have been proposed. In the version most relevant

here, one or more referent times are chosen at pre-specified intervals prior to

the index time (Mittleman et al. 1995). For example, in a study of exercise and

myocardial infarction (MI), the index time for a case is the time at which the MI

occurred. The referent times could be the same time of day exactly 24 hours and

exactly 48 hours prior to the case’s index time (other choices are possible). The

exposures, namely whether or not the case was taking exercise at the time of

the event and at either of the referent times, are then obtained. The exposures

at the referent and index times together form a matched case-control set. The

matched sets from different individuals are then analysed by conditional logistic

regression, as in a standard matched case-control study.

Use of the case-crossover method is limited by the requirement that expo-

sures should display no underlying time trends. Failure of this condition will

introduce a control selection bias (Greenland 1996). In fact, a stronger condi-

tion is required to avoid bias, namely that the exposures be exchangeable (Vines

and Farrington 2001). This condition mimics the tacit assumption in standard

case-control studies that the ordering of the matched set of exposures is imma-

terial. That this tacit assumption need not be valid in case-crossover studies

stems from the fact that there is a natural ordering of referent and index times,

all of which are sampled within the same individual. As will be demonstrated

later in this paper, exchangeability of exposures is a fundamental requirement

of those case-crossover methods which, like that of Maclure, use referent periods

chosen from sets which are in fixed temporal relation to index times.

The need to control for time trends in exposures led Navidi to propose a

variant of the case-crossover method, specifically for use with environmental
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exposures common to all individuals (Navidi 1998). This method later became

known as the full stratum bi-directional (FSBI) case-crossover method. The

method allows for referent times to be chosen after the index time, as well as

before it. In fact, it departs more fundamentally from the case-crossover method.

Whereas Maclure’s case-crossover approach is based on an analogy with case-

control studies, Navidi’s method is based on a sampling scheme more similar to

that used in cohort studies, the ordered time series of exposures being treated

as fixed, and event times as random. The FSBI method is thus a special case of

the self-controlled case series method earlier developed by Farrington (1995). As

will become clear later, the distinction between case-control and cohort sampling

schemes is important in understanding the differences between case-crossover

methods, as they lead to distinct likelihoods with distinct properties.

Navidi’s model assumes that the underlying event rate is constant over the

period of data collection. This is clearly inappropriate for events that may

display seasonal or other temporal variation. Bateson and Schwartz (1999) and

Bateson and Schwartz (2001) investigated a range of methods by simulation,

including a new method they called the symmetric bi-directional (SBI) design,

in which neighbouring referent times are chosen symmetrically on either side of

the index time. This method marked a return to the spirit of Maclure’s original

referent sampling scheme (namely, referent periods chosen in fixed relation to

index times), while incorporating Navidi’s suggestion of using referent times

both before and after the index time.

It soon became apparent that the SBI method does not always yield consis-

tent estimates, whereas Navidi’s FSBI method does (Lumley and Levy 2000).

Lumley & Levy called the resulting bias in the SBI method ‘overlap bias’. They

proposed a further method, essentially adapting Navidi’s FSBI method to short

time windows rather than applying it to the entire period of data collection.

This method, which is called the time-stratified (TS) case-crossover approach,

avoids overlap bias, while assuming that event rates are constant only over short

periods. It is thus another special case of the case series method, this time with

shorter observation periods.

Navidi and Weinhandl (2001) proposed a further approach, the semi-symmetric

bi-directional (SSBI) method, which removes the deterministic dependence of
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referent and index times by introducing a random element in the selection of

referent periods. This method is not based on a standard conditional logistic

regression likelihood. However, a simplified version of this method is. This is

the adjusted semi-symmetric bi-directional method (ASSBI), proposed by Janes

et al. (2005a). In several papers, Janes and co-authors have attempted a classifi-

cation of the various designs in order to characterize those that produce overlap

bias, but conclude that a satisfactory heuristic explanation of overlap bias still

eludes them (Janes et al. 2005b). We hope to provide such an explanation.

The original motivation for seeking case-crossover methods appropriate for

the analysis of environmental data was to control temporal trends, including

seasonal effects (Navidi 1998). It has been claimed that the time-stratified

(TS) case-crossover method controls for confounding due to seasonal and time

trends (Janes et al. 2005a) (page 289), (Janes et al. 2005b) (page 721). In

fact, as we demonstrate here, residual confounding from temporal effects may

substantially bias the estimates obtained using the TS method. The method

can nevertheless further be extended in such a way as to improve control of such

residual confounding effects (Farrington and Whitaker 2006).

Case-crossover methods applied to the analysis of environmental exposures

are frequently contrasted with time series methods (Dominici et al. 2003, Fung

et al. 2003). In fact, the FSBI and TS models are known to be equivalent to

Poisson regression models with dummy time variables (Levy et al. 2001, Janes

et al. 2005a). Recently, it has been shown that other case-crossover models

are also equivalent to time series models, with different choices of adjustments

for temporal confounders (Lu and Zeger 2006), though in this formulation the

distinction between overlap bias and bias due to unmodelled temporal trends is

less apparent.

In the present paper, we make the following arguments.

First, we suggest that to make sense of the contrasts between the properties

of different case-crossover methods, it is useful to consider the conditioning

underlying each approach. To this end, in Section 2 we state explicitly the

likelihoods underlying the various methods. We distinguish between likelihoods

based on ‘case-control sampling’, in which conditioning is on event times and

on a matched case-control set, the case exposure being considered as random
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(as with Maclure’s and the SBI methods), and likelihoods based on ‘cohort

sampling’, in which conditioning is on the ordered time series of exposures,

the event time being considered random (as with the case series method of

Farrington (1995), special cases of which are the FSBI and TS methods). The

SSBI and ASSBI designs are considered separately: we argue that the SSBI

likelihood is based on ‘cohort sampling’, whereas the ASSBI method is closer to

‘case-control sampling’ methods.

Next, in Section 3, we show that the case-crossover methods that produce

overlap bias are the ‘case-control sampling’ schemes applied to exposures series

that are not exchangeable. Methods based on ‘cohort sampling’ such as FSBI

and TS do not suffer from overlap bias.

Then, in Section 4, we discuss the effect of temporal confounders, and show

using simulations and examples that seasonal confounding may inadequately be

controlled in the time-stratified (TS) method.

These various points are brought together in Section 5, where we argue

that time series models provide a more flexible framework than case-crossover

methods for analysing environmental time series data.

2 Case-control and cohort methods in case-crossover

studies

We consider events arising within an individual i’s life history as a counting

process with rate

λi(t|xit) = ψ(t) exp(αi + βxit). (1)

In the present context, t typically denotes calendar time, ψ(t) represents the

underlying seasonality and time trend, and xit is a time-dependent exposure (or

exposure vector). We assume throughout that events are potentially recurrent,

or are non-recurrent and rare. The focus of inference is the parameter β.

In this formulation the exposures xit may vary between individuals. A par-

ticular feature of analyses of environmental exposures is that they are common

to all individuals, so that xit = xt. In this paper we shall refer for simplicity to
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‘the exposure’, but the methods and results apply equally when xt is a vector of

exposures, which might comprise, for instance, concentrations of several pollu-

tants, temperature, and other weather related variables or their lagged values.

Usually, time is discretized (often in days) and exposures are then available for

a finite time series x1, ..., xτ .

2.1 Case-control sampling

The case-crossover method, in its original form, can be summarized as follows.

Suppose that individual i experiences an event at time ti. A set of M referent

times are then determined. For example, in Maclure’s design, the referent times

might include times ti − d and ti − 2d for some suitable d. In an SBI design,

the referent times might include times ti − 1 and ti + 1. (For most methods,

adjustments to the design are required at the ends of the exposure series.) There

are many variants, the key point being that the M referent times are chosen

from a set which is in fixed relation to the event time ti, according to some

design which we shall denote D.

The case-crossover approach is to regard the exposures at the case time

ti and the M referent times as a matched case-control set, and perform the

analysis from a sample of n cases as for a 1 : M matched case-control study

using conditional logistic regression (Maclure 1991, Mittleman et al. 1995).

Let X0i denote the exposure of individual i at the event time ti (the ‘case

exposure’) and let X1i, ..., XMi denote the exposures at the M referent times

chosen for case i. The design D determines a unique correspondence between

the vector of exposures (X0i, X1i, ..., XMi) and the times they correspond to

relative to ti. We shall always reserve the first position in this vector for the

‘case exposure’. Given an unordered set E = {x0, ..., xM} of M + 1 exposures,

define the term πD
r (E) as follows:

πD
r (E) =

∑
σ:σ(0)=r

PD(xσ(0), ..., xσ(M)|E)

where PD(x|E) is the probability of ordering x given elements xi in E, the

correspondence with time being determined by design D. In this expression,

the sum is taken over permutations σ leaving element xr in the ‘case’ position.
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As in other case-control settings, inference is conditional on the unordered set

of exposures Ei = {x0i, x1i, ..., xMi}, and is based on the conditional probability

that the case exposure is X0i = x0i, given that X0i lies in Ei (Collett 1991).

Following Vines and Farrington (2001), in case-crossover studies this conditional

probability is equal to

pi =
exp(βx0i)πD

0 (Ei)∑M
r=0 exp(βxri)πD

r (Ei)
(2)

which reduces to

pi =
exp(βx0i)∑M

r=0 exp(βxri)

if and only if πD
r (Ei) does not depend on r, a sufficient condition for which

is that the distribution of exposures, temporally ordered under design D, is

exchangeable.

When the exposures are common to all individuals, and sampled from a finite

time series x1, ..., xτ , the underlying population of ordered exposure vectors is

finite. Note that the temporal relation of different matched sets is immaterial

in this sampling scheme: only relative timings within each matched set are of

consequence. Whether the exchangeability condition under design D is met

depends entirely on the properties of the series of available exposures x1, ..., xτ .

Generally, for continuous exposures, it is not met. For binary exposures it may

or may not be met, as will be seen in Section 3. Given a sample of n cases, each

case period is matched to M control periods under design D. The case-crossover

likelihood is then defined to be

Lcc =
n∏

i=1

pi =
n∏

i=1

exp(βx0i)∑M
r=0 exp(βxri)

. (3)

If the exchangeability condition is not met, then the likelihood (3) is incor-

rect, and will lead to bias in the estimate of β. Our contention is that this

constitutes overlap bias.

2.2 Cohort sampling

The case-crossover designs based on ‘cohort sampling’, namely the FSBI and TS

designs, are special cases of the case series design (Farrington 1995, Farrington
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and Whitaker 2006). Observation periods, also referred to as time windows

[tk−1+1, tk], k = 1, ...,K with t0 = 0 and tK = τ , are pre-specified. The ordered

exposures xtk−1+1, ..., xtk
within observation period k are now regarded as fixed:

the analysis is conditional on the realisations of the vectors (Xtk−1+1, ..., Xtk
),

for all k. Suppose that individual i becomes a case at time Ti = si in interval

k. Assuming case events for individual i arise in a Poisson process in discrete

time, the likelihood for individual i is

λi(si|xisi) exp

− tk∑
t=tk−1+1

λi(t|xit)dt


where λi(t|xit) is defined in (1). Conditioning on occurrence of one event in

interval k, the conditional likelihood for individual i then becomes

Lcs
i =

λi(si|xisi
)∑tk

t=tk−1+1 λi(t|xit)dt

=
ψ(si) exp(βxisi)∑tk

t=tk−1+1 ψ(t) exp(βxit)dt
.

This is the case series likelihood for a single event (multiple events within one

individual are independent, by virtue of the Poisson assumption). Now suppose

that ψ(t) is constant on the interval [tk−1 + 1, tk]. Then, if the exposures are

constant on each time unit, this reduces to

Lcs
i =

exp(βxisi)∑tk

t=tk−1+1 exp(βxit)
.

This is superficially similar to a contribution to the ‘case-control sampling’ like-

lihood (3). The key difference, however, is that the case time si is the realization

of the random variable Ti, whereas the ordered exposures are regarded as fixed:

in the ‘case-control sampling’ framework, the case time was fixed, and the order-

ing of the exposure set was random, conditional on its unordered membership.

Suppose now that there are n cases, of which nk arise in interval k at times

sk
i , so that n = ΣK

k=1nk. The overall likelihood is

Lcs =
K∏

k=1

nk∏
i=1

exp(βxisk
i
)∑tk

t=tk−1+1 exp(βxit)
. (4)

This is the likelihood of the time-stratified (TS) case-crossover design. If K = 1

it is the full-stratum bi-directional design (FSBI). Provided that the assumption
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that ψ(t) is constant within each of theK intervals is correct, standard likelihood

theory ensures that the method yields asymptotically unbiased results as n →
∞.

2.3 The semi-symmetric designs

The semi-symmetric bi-directional (SSBI) design of Navidi and Weinhandl (2001)

involves a modification of the referent selection strategy of the SBI design with

two referent periods, one on either side of the case period: when possible, just

one of these two referents is selected. The selection is made randomly, with

equal probability for each choice. At the extremities of the series, the only

available choice is made with probability 1.

Consider case i at time ti, and let Ei denote the unordered triplet of ex-

posures {ti − 1, ti, ti + 1}. Denote E−
i = {ti − 1, ti} and E+

i = {ti, ti + 1}.
The likelihood contribution of this case is P (Ti = ti|E−

i ) if E−
i is selected and

P (Ti = t|E+
i ) if E+

i is selected where, for example,

P (Ti = ti|E+
i ) =

λi(ti|xti
)P (E+

i |Ti = ti)∑
s∈E+

i
λi(s|xs)P (E+

i |Ti = s)
.

Since the likelihood is based on probabilities of event times, conditional on ex-

posure sets, it is a ‘cohort sampling’ likelihood, albeit suitably adjusted to allow

for the sampling plan. Also in keeping with other ‘cohort sampling’ methods,

exchangeability of the exposures is immaterial, but temporal trends are not: the

assumption is made that ψ(t) is constant and hence factors out of the likelihood,

leaving terms of the form

P (Ti = ti|E+
i ) =

eβxtiP (E+
i |Ti = ti)∑

s∈E+
i
eβxsP (E+

i |Ti = s)
(5)

(and similar terms for E−
i ). Under the constant event rate assumption, analysis

based on this method yields asymptotically unbiased estimates.

An alternative method (referred to here as ASSBI) has been suggested, in

which cases at the extremities of the series (that is, at times t = 1 and t = τ)

are dropped, and the probability weights in (5) are all set to 0.5, so that they
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cancel. The resulting likelihood is then identical to the standard conditional

logistic regression likelihood (Janes et al. 2005a).

However, this apparently small adjustment invalidates the underlying cohort

model: since events at t = 1 and t = τ are excluded, the event probabilities for

exposure sets E−
2 and E+

τ−1 cannot correctly be specified in a cohort framework.

In fact, the ASSBI method is more akin to a ‘case-control sampling’ method.

Following (2), the correct likelihood contribution of case i occurring at some

time ti = 2, ..., τ − 1 under this design (denoted D) is

exp(βxti
)πD

0 (E−
i )

exp(βxti)πD
0 (E−

i ) + exp(βxti−1)πD
1 (E−

i )
if E−

i is selected,

exp(βxti)π
D
0 (E+

i )
exp(βxti)πD

0 (E+
i ) + exp(βxti+1)πD

1 (E+
i )

if E+
i is selected.

The likelihood reduces to the conditional logistic regression likelihood provided

that exposures are exchangeable in pairs. Otherwise, it will lead to estimates

that are not consistent as n → ∞. (Because the adjustment affects only the

endpoints of the exposure series, estimates are consistent in the limit τ →∞.)

The contrasting properties of these two closely related semi-symmetric de-

signs emphasizes the importance of distinguishing between underlying likeli-

hoods derived from ‘cohort sampling’ and ‘case-control sampling’ methods.

3 Overlap bias

In order to separate the effects of unmodelled time trends from overlap bias,

we assume throughout this section that there are no underlying time trends,

that is, that the function ψ(t) defined in (1) is constant over the duration of the

study.

As shown in Section 2, the case-crossover likelihood for a ‘case-control sam-

pling’ design D is guaranteed to be valid only when the exposures are exchange-

able under design D. In contrast, the likelihood for a ‘cohort sampling’ method

is always valid, and hence will always produce asymptotically unbiased esti-

mates as the number of cases n → ∞. (Biases due to unmodelled seasonality

and time trends are considered in the next section.) In particular, ‘cohort sam-

pling’ methods do not produce overlap bias. We consider in greater detail the
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bias resulting from using the likelihood (3) based on ‘case-control sampling’.

3.1 Score function

The score function from likelihood (3) is

U =
n∑

i=1

(
X0i −

∑M
r=0 xri exp(βxri)∑M

r=0 exp(βxri)

)
.

Note that, since inference is conditional on the unordered matched sets Ei, the

fraction within the brackets is a constant. The expectation of X0i, conditionally

on Ei, is

E(X0i|Ei) =
M∑

r=0

xripri

where

pri =
exp(βxri)πD

r (Ei)∑M
s=0 exp(βxsi)πD

s (Ei)

is derived in the same way as (2). Thus the expected score is

E(U |E1, ..., En) =
n∑

i=1

M∑
r=0

xri exp(βxri)

(
πD

r (Ei)∑M
s=0 exp(βxsi)πD

s (Ei)
− 1∑M

r=0 exp(βxri)

)
.

This is identically zero provided the term in large brackets is zero, namely

provided that πD
r (Ei) does not depend on r. As before, this is only guaranteed

if the distribution of exposures is exchangeable under design D.

3.2 Binary exposures

Further insight may be gained by considering some specific scenarios. To this

end, suppose that the exposure is binary, 0 indicating unexposed and 1 exposed.

Consider specifically the contribution to the score of matched sets of size M +1

including m0 unexposed and m1 = M + 1−m0 exposed periods.

Let z0(M,m0) ≡ z0 denote the total number of matched sets of size M + 1

with m0 unexposed periods and case period unexposed that can be obtained

using design D from the underlying exposure series. Similarly let z1(M,m0) ≡
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z1 denote the corresponding number with case period exposed. Then we have

the following identities:

M∑
r=0

exp(βxri) = m0 +m1e
β ,

M∑
r=0

xri exp(βxri) = m1e
β ,

M∑
r=0

exp(βxri)πD
r (E) = (z0 + z1e

β)/(z0 + z1),

M∑
r=0

xri exp(βxri)πD
r (E) = z1e

β/(z0 + z1).

It follows that the expected score from such a matched set is

eβ

z0 + z1eβ

(
m0z1 −m1z0
m0 +m1eβ

)
.

The expected number of such matched sets is

n× z0 + z1e
β

τ0 + τ1eβ

where n is the number of cases and τ0 and τ1 are the numbers of time periods

that are unexposed and exposed, respectively. Therefore the expected total

score is of the form

E(U |E1, ..., En) =
neβ

τ0 + τ1eβ

∑
M

M∑
m0=1

(
m0z1(M,m0)−m1z0(M,m0)

m0 +m1eβ

)
.

This is identically zero provided that, for all M and m0 = 1, ...,M :

z1(M,m0)
z0(M,m0)

=
m1

m0
. (6)

(The values m0 = 0,M + 1 contribute zero to the score and can be ignored.) If

the underlying exposure series is exchangeable, then for all M and m0,

z0(M,m0) = c×
(

M

m0 − 1

)
and z1(M,m0) = c×

(
M

m1 − 1

)
where c is a constant depending on the length of the series. Hence condition (6)

is verified and so the expected score is zero. In this case, the method will not

suffer from overlap bias, and will yield an asymptotically (as n→∞) unbiased

estimate of β.
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3.3 Two examples

For the symmetric bi-directional (SBI) design with two control periods adjacent

to the case period, M takes values 1 (for cases at times t = 1 and t = τ) or 2

(for t = 2, 3, ..., τ − 1). The expected score is thus

neβ

τ0 + τ1eβ

(
z1(2, 1)− 2z0(2, 1)

1 + 2eβ
+

2z1(2, 2)− z0(2, 2)
2 + eβ

+
z1(1, 1)− z0(1, 1)

1 + eβ

)
(7)

which was previously derived using different methods by Janes et al. (2005a)

(equation 1).

Consider the short sequence of five exposures 10010. The two exposure

vectors from matched sets with M = 1, presented with case position first,

are (1, 0) and (0, 1). Thus PD(0, 1|{0, 1}) = PD(1, 0|{0, 1}) = 1/2, where D

refers to this SBI design (curly brackets are used for unordered sets, round

brackets for ordered sets). There are three matched sets with M = 2, with the

orderings (1, 0, 0), (0, 0, 1) and (0, 1, 0); the case position is in the middle. Thus

PD(1, 0, 0|{0, 0, 1}) = PD(0, 1, 0|{0, 0, 1}) = PD(0, 0, 1|{0, 0, 1}) = 1/3. Hence

for this exposure series, the SBI design satisfies the exchangeability condition,

and hence the conditional likelihood (3) is valid.

We have z1(2, 1) = z0(2, 1) = 0, z1(2, 2) = 1, z0(2, 2) = 2, z1(1, 1) =

z0(1, 1) = 1 and hence the expected score (7) is zero, as expected.

Consider now the sequence of five exposures 01011. Again there are two

matched sets withM = 1 corresponding to the endpoints. These are E1 = {0, 1}
and E5 = {1, 1}. The first of these violates the exchangeability condition, since

PD(0, 1|{0, 1}) = 1 and PD(1, 0|{0, 1}) = 0. There are also three matched sets

with M = 2, namely E2 = {0, 0, 1} and E3 = E4 = {0, 1, 1}. These also

violate the exchangeability condition: for example, PD(0, 1, 0|{0, 0, 1}) = 1 and

PD(0, 0, 1|{0, 0, 1}) = PD(1, 0, 0|{0, 0, 1}) = 0. Thus, the conditional likelihood

(3) is not valid for this exposure series under design D.

We have z1(2, 1) = 1, z0(2, 1) = 1, z1(2, 2) = 1, z0(2, 2) = 0, z1(1, 1) = 0,

z0(1, 1) = 1. Hence the expected score (7) is neβ(2 + 3eβ)−1{−(1 + 2eβ)−1 +

2(2 + eβ)−1 − (1 + eβ)−1}, which is not identically zero.

Now consider the adjusted semi-symmetric bi-directional design (ASSBI)
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of Janes et al. (2005a), discussed in Subsection 2.3. Recall that, under this

method, the SBI triplets are replaced by the case exposure and one of the two

control exposures, the choice between the two controls being made at random

with probability 0.5 of choosing either. Cases at positions t = 1 and t = τ are

discarded. Thus M = 1 only and the only unordered matched set that requires

consideration is E = {0, 1}. The expected score can be shown to be

neβ

τ0 + τ1eβ

(
z1(1, 1)− z0(1, 1)

1 + eβ

)
where now τ0+τ1 = τ−2, n is the number of cases arising at times t = 2, ..., τ−1,

and the zi(1, 1) are the numbers of configurations expected under the control

sampling rule.

Consider first the sequence 10010. The possible matched sets (all with

case position first) are (0, 1) or (0,0), each with probability 0.5; (0,0) or (0,1);

(1,0) or (1,0). Thus PD(0, 1|{0, 1}) = PD(1, 0|{0, 1} = 1/2 and the exposures

are exchangeable under this ASSBI design, denoted D. The expected values

z1(1, 1) = 1 and z0(1, 1) = 1 and hence the expected score is zero.

Now consider the sequence 01011. The possible matched sets (again with

case position listed first) are now (1,0) or (1,0); (0,1) or (0,1); (1,0) or (1,1).

Thus PD(0, 1|{0, 1}) = 2/5 whereas PD(1, 0|{0, 1}) = 3/5, so the exposures are

not exchangeable under the ASSBI design. The expected value z1(1, 1) = 1.5

and z0(1, 1) = 1. Hence the expected score is 1
2ne

β(1+2eβ)−1(1+ eβ)−1, which

is not identically zero.

Finally, the correct conditional logistic regression likelihood for the SBI de-

sign applied to the sequence 01011, with suitable weighting to allow for non-

exchangeability of the underlying exposures as specified in (2), is

L =
(

1
1 + eβ

)n3
(

eβ

1 + eβ

)n4

where nt is the number of cases at time point t. This produces an unbiased

score equation, and the mle is β̂ = log(n4/n3).
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4 Residual temporal confounding

As shown above, case-crossover analyses based on ‘case-control sampling’ meth-

ods are prone to overlap bias except in very special circumstances, essentially

because of failure of the exchangeability condition that lies at the heart of the

case-control design.

Methods derived from ‘cohort sampling’, including the SSBI method, are not

prone to such bias because they are based on a different, and valid likelihood.

Nevertheless their application to environmental epidemiology when exposures

are common to all individuals require a strong modelling assumption, namely

that temporal effects are piecewise constant.

This assumption is questionable when strong temporal effects in both expo-

sures and events are present. It is unsurprising that failure of the assumption

produces bias. What is perhaps less obvious is that the bias can be large. In

this section, we demonstrate by simulation and examples with real data that

the resulting bias can be substantial. We fit the time-stratified (TS) model of

Lumley and Levy (2000). We also fit an extension of this model to allow for

residual seasonal effects; this model is described in Farrington and Whitaker

(2006). We refer to it here as the time-season-stratified (TSS) design. The TSS

is a TS with a seasonal effect, which in this paper is a day of year effect. Both

the TS and TSS models are case series ‘cohort sampling’ models which therefore

do not suffer from overlap bias.

The data relate to two highly seasonal infections: respiratory syncytial virus

(RSV) and Salmonella Typhimurium DT104. RSV is transmitted primarily by

direct person-to-person contact. S. Typhimurium DT104 is primarily zoonotic

in origin, though person-to-person transmission can occur. We investigate asso-

ciations between these two infections and ambient temperature. We do not seek

to model the underlying transmission process, in which temperature may well

play a part, particularly for RSV, through its effect on the underlying contact

rates. Rather, we focus on the more empirical issue of whether there is evidence

of a statistical association between temperature and infection rates after sys-

tematic temporal effects have been allowed for, and ignore autocorrelation in

the outcome variable.
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The infection data are weekly, with 52 weeks per year (the data for week 53

week in 1998 were omitted for simplicity). Figure 1 shows the time plots of the

weekly number of infections in England and Wales reported to the HPA Centre

for Infections for the period week 27 of 1996 to week 26 of 2003, and the average

weekly temperature for Central England, lagged by one week to allow for the

incubation period of the two infections. RSV has sharp winter peaks, whereas

S. Typhimurium DT104 has summer peaks, and declines roughly exponentially

over the period.

The seasonal variation in the salmonella data is roughly in phase with the

temperature data, whereas that of the RSV data is roughly in anti-phase. We

investigate the impact of such strong seasonal effects on different modelling

strategies, using the time-stratified (TS) case-crossover and the time-season-

stratified (TSS) models.

4.1 Simulations

We begin with a simulation study with rates chosen so as to mimic the numbers

of infections observed. We calculated average infection rates λ∗t for each week t,

which roughly resembled the average infection rates for the RSV and salmonella

data sets using the formula

λ∗t = µy(t) exp
{
δ cos

(
2π
52
t+ ω

)}
where y(t) denotes the year in which week t is located. We used δ = 4, ω = − 4π

52

for RSV, δ = 0.5, ω = − 64π
52 for salmonella, and chose µy(t) to match the average

number of infections per year, which were in general decreasing. The λ∗t and

the lagged weekly average temperatures for central England, xt are plotted in

Figure 2.

In addition, average infection rates dependent on the lagged temperature xt

(expressed in 10◦C units) were calculated as follows:

λt = λ∗t exp (βxt)
∑

t λ
∗
t∑

t λ
∗
t exp (βxt)

with parameters β = 0.05 and β = −0.05. Note that λ∗t represents the case

where β = 0, in which infection rates are independent of lagged average tem-

peratures.
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For each of the six sets of values of λt (β = 0, 0.05 and -0.05 for each of

our representations of RSV and salmonella data) 1000 sets of weekly counts

nt were simulated from a Poisson distribution with mean λt. The relation of

each simulated set of case numbers nt with lagged average weekly temperature

was then analysed using Poisson regression models both including the seasonal

(i.e. day of year) effect parameters (for the TSS model) and excluding these

parameters (for the TS model).

A summary of the results is given in table 1. This gives the mean and

standard deviation of the 1000 parameter estimates for the effect of temperature

on infection rates (mean β̂, s.d. β̂) and the mean of the standard errors for the

parameter estimates (mean s.e.(β̂)).

Table 1: Simulation study results

infection true seasonal effect mean s.d. mean

β in model? β̂ β̂ s.e.(β̂)

0 yes 0.0005 0.0257 0.0252

0 no -0.3363 0.0236 0.0230

RSV 0.05 yes 0.0506 0.0249 0.0253

0.05 no -0.2905 0.0230 0.0230

-0.05 yes -0.0480 0.0249 0.0252

-0.05 no -0.3819 0.0228 0.0230

0 yes -0.0027 0.0719 0.0705

0 no 0.1119 0.0589 0.0586

salmonella 0.05 yes 0.0498 0.0690 0.0707

0.05 no 0.1646 0.0581 0.0587

-0.05 yes -0.0477 0.0732 0.0704

-0.05 no 0.0648 0.0615 0.0585

The mean of the parameter estimates for the TSS models were close to the

true β value. For the RSV simulations, where infection rates were high when

temperatures were low, the TS model systematically underestimated β. Con-

versely for the salmonella simulations, where seasonal fluctuations in infection
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rates and temperatures followed a similar trend, the model without the seasonal

effects systematically overestimated β. This demonstrates residual temporal

bias in the TS case-crossover design, the direction of the bias being governed

entirely by the phase difference between the seasonal effects of the temperature

and outcome series. The bias was greater for the RSV simulations, while the

variation in the estimates was greater for salmonella. These observations are

likely to be due to the temporal trends being of greater amplitude for the RSV

data than for the salmonella data.

4.2 Examples

We now analyse the actual RSV and salmonella data using TSS and TS models

with time windows of 4; 5 or 6; and 7 or 8 weeks. (See Whitaker et al. (2006) and

Farrington and Whitaker (2006) for a discussion of the fitting procedure of case

series models such as these using Poisson regression.) These models revealed

considerable overdispersion relative to the Poisson, and the presence of outliers.

Case series models are based on a Poisson-derived likelihood (4), and hence

cannot allow for overdispersion: this is a major weakness of these models when

applied to the analysis of environmental time series in which overdispersion is

common.

We therefore also fitted negative binomial time series regression models with

the same linear predictors as the Poisson models, omitting the largest (and

influential) outlier. (We also tried rescaling the Poisson models; this worked

less well than the negative binomial variance function which is of the form

λt(1 + νλt) where ν is an overdispersion parameter.) The negative binomial

model provided an adequate fit, summarized in Table 2.

As in the simulations, the difference between the parameter estimates for

the TSS model and the TS model is greater for the RSV data, which has bigger,

more marked seasonal trends than the salmonella data. The simulation study

suggests that the TS estimates are biased. This temporal bias becomes worse

as the length of the time window increases, since the potential for temporal

bias becomes greater the wider the window used. Its direction depends on

the phase difference between the seasonality of the temperature and outcome
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Table 2: Models for the effect of average temperature on RSV and salmonella

infection.

Infection Window Seasonal effect exp(β̂) (95% C.I.)

length in model? Poisson Negative Binomial

4 yes 0.90 (0.85, 0.94) 1.02 (0.91, 1.14)

RSV 4 no 0.62 (0.59, 0.65) 0.56 (0.44, 0.71)

5/6 yes 0.97 (0.92, 1.01) 1.07 (0.94, 1.21)

5/6 no 0.62 (0.59, 0.64) 0.43 (0.34, 0.55)

7/8 yes 1.03 (0.99, 1.08) 1.15 (0.99, 1.34)

7/8 no 0.45 (0.43, 0.47) 0.32 (0.24, 0.41)

4 yes 0.86 (0.75, 0.99) 0.87 (0.75, 1.02)

4 no 1.07 (0.95, 1.21) 1.05 (0.89, 1.23)

salmonella 5/6 yes 0.92 (0.81, 1.05) 0.93 (0.81, 1.06)

5/6 no 1.17 (1.06, 1.29) 1.16 (1.00, 1.34)

7/8 yes 0.92 (0.81, 1.05) 0.92 (0.79, 1.07)

7/8 no 1.17 (1.07, 1.28) 1.16 (1.01, 1.34)
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series. The wider confidence intervals obtained using the negative binomial

model demonstrates the importance of allowing for overdispersion, which cannot

simply be achieved within the TSS or TS, or indeed within the case series

framework.

Overall these results show that there is little evidence of an association be-

tween ambient temperature and RSV or Salmonella Typhimurium DT104, after

residual temporal confounding has been removed. The TS model does not fully

control such confounding, and hence would produce incorrect inferences.

5 Discussion

In this paper we have emphasized the distinction between case-crossover tech-

niques based on ‘case-control sampling’ methods and those based on ‘cohort

sampling’ methods. They have different likelihoods, and standard conditional

logistic regression applied to ‘case-control sampling’ schemes is only guaranteed

to produce consistent estimates when the underlying exposures are exchange-

able with respect to the design used. Exchangeability is unlikely to hold except

in very special circumstances when dealing with data on universal exposures,

such as environmental exposures. We have shown that this bias is the overlap

bias referred to in the literature on applications of case-crossover methods to

environmental epidemiology. We have explained when this bias arises and when

it does not. This bias may potentially blight any ‘case-control sampling’ design

analysed by standard conditional logistic regression, including Maclure’s origi-

nal design, the SBI and ASSBI designs. Overlap bias never arises with ‘cohort

sampling’ methods such as FSBI, TS and TSS, or with SSBI.

However, the ‘cohort sampling’ methods such as FSBI and TS (and also

SSBI) require a strong modelling assumption, namely that temporal effects are

constant (FSBI, SSBI) or can be adequately represented by step functions (TS).

This may not be valid when strong temporal or seasonal effects are present,

and we have shown by simulation and examples that the resulting bias can be

substantial and may lead to incorrect inferences.

It is possible to improve on the TS design using the seasonal model (TSS) of

Farrington and Whitaker (2006), which is an extension of the TS model incor-
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porating control for residual seasonal confounding. However, it is not possible

to allow for overdispersion in this framework, as the likelihood is derived by

conditioning from a Poisson likelihood, nor is it so simple to check the model

fit.

As is well known, ‘cohort sampling’ designs may equivalently be implemented

using Poisson regression with dummy variables for time (for the TS model) and

time and season (for the TSS model). It is then but a small step to allow

for overdispersion, and apply the gamut of model-checking techniques available

in Poisson regression, a point also raised by Lu and Zeger (2006). It is also a

natural step to embrace more flexible modelling of temporal and seasonal effects,

for example using periodic functions of time or generalised additive models. In

other words, we might as well use the techniques of time series regression, a

very special case of which are the step functions used in the ‘cohort sampling’

case-crossover methods.

In conclusion, we find little to recommend the continued use of the case-

crossover approach in the analysis of environmental time series data: these

methods are either biased, or are special cases of more versatile methods. Time

series regression is simple to use, does not suffer from overlap bias, and allows for

flexible modelling of seasonality and time trends: this ought to be the method

of choice.
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Figure 1: Weekly RSV and salmonella counts, and average weekly temperature

lagged by one week. Years marked are day one of the first week of that year.
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Figure 2: λ∗ representations of the RSV and salmonella counts data for the

simulation study.
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